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General description
Task 3.3: Behavioural analysis of learner-tutor interactions (JacobsUni, UOB)
(start month 9; end month 24)

A simulation of the learning scenario implemented in WP4 will play a crucial role for the
specification of affect sensing criteria and later on the evaluation of the emotional bond
between learner and tutor. In a first step, the Wizard-of-Oz scenario will be developed with
input from WP3 as regards video and audio recordings necessary for offline behavioural
analysis. The behavioural codTassing will use a blend of formal coding systems, such as the
Facial Action Coding System and the Bernese Coding System, as well as ad-hoc systems that
are specifically targeted to the concrete situation (e.g., gaze). The output of this coding will
provide an input in the iterative design of the affect recognition module in WP4 for the creation
of an empathic relationship and intersubjectivity. Furthermore, the coding criteria will be used
in Task 3.4 to augment the measures for the assessment of emotional responses in learner-tutor
interactions.
In summary, the objectives for Task 3.3 are:

• Development of recording procedures for the analysis of learner-tutor interactions in the
Wizard-of-Oz implementation (WP4).
• Development of coding procedures and criteria;
• Behavioural analyses and definition of relevant data for affect sensing in the embodied
version.
Important Dates:
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Introduction
The EMOTE project aims to study the role of pedagogical and empathic interventions

of artificial tutors in the learning process. Towards this aim, the robot or artificial tutor has to
be enabled to become empathic via perceiving emotional states of the learner, and later
interventions have to be built upon these perceptive capabilities. The goals of Deliverable 3.3
are (a) the development of recording procedures for the analysis of learner-tutor interactions,
based on the WoZ implementation; (b) the development of behavioural coding criteria and
procedures; and (c) a behavioural analysis of learner-tutor interactions, and the consequent
definition of relevant data for affect sensing (see DoW - EMOTE Workplan table, p. 11).
Before starting with the description of the aforementioned developments and analyses, we
will provide some general information about nonverbal behaviours and their analyses, as well
as an overview regarding the relationship between nonverbal behaviour and emotional states
(see section 2). An understanding of this general background will be helpful to provide an
overview of what types of nonverbal information may be most critical for the robot to process
in order to facilitate learning in the child-robot interaction across both EMOTE scenarios
2.1 Nonverbal Behaviour
The expression “nonverbal behaviour” traditionally refers to behaviours that are not
strictly semantic, but that can potentially convey meaning, such as facial behaviour, body
language, paralinguistic aspects of the speech (prosody), eye contact, posture, proxemic and
haptic interaction, gesture, face and body physiognomy (Bull, 2002; Feldman & Rimé, 1991).
For example, the American Sign Language (ASL) uses gestures and body movements to
convey meaning, but is not considered part of the definition of “nonverbal behaviour” or
“nonverbal communication”, because each “sign” performed is strictly codified, it maps into
a specific meaning (semantics), and there is a complex syntax; in other words, Sign
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Languages are structured symbolic languages, and today they are studied by Linguistics (see
Kendon, 2004 for a historical overview).
All the above mentioned nonverbal channels are part of human-human
communication system, as well as human-animal communication (e.g., Hare, Call, &
Tomasello, 1998) system. The different communication modalities have been studied in a
particular manner, and they can be assessed with specific techniques. For example, the use of
the Facial Action Coding System (FACS Manual 2nd Edition; Ekman, Friesen, & Hager,
2002) is considered as a de-facto standard for the assessment of Human Facial Behaviour1.
The FACS provide a detailed taxonomy of all possible muscle-based human facial
movements on the basis of visible changes in the appearance of the face - in other words, the
FACS measures “overt facial expressions” (e.g., Tassinary & Cacioppo, 1992). The basic
element in this system is called an Action Unit (AU). An AU can be the product of the
activation of one muscle in isolation, or it can be the result of the activity of a group of
muscles that cannot act in a separate manner. An AU is therefore a functional definition that
takes into account that certain muscles cannot (normally) be moved separately. Historically,
the concept of Action Unit was defined by the Swedish anatomist Hjortsjö (1970; see also
Ahlberg, 2001), and then popularized by Ekman and Friesen with the first edition of the
FACS (1978). In addition to the AUs, the FACS further allows the assessment of some
additional facial actions (e.g., “Tongue Show”, when someone makes a portion of the
tongue visible) for which the muscular basis was not specified. These additional actions are
called Action Descriptors (AD). In addition, all AUs can be scored on a five-point intensity
1

The system has also been adapted for several primate species, such as, chimps (ChimpFACS; Vick, Waller,
Parr, Pasqualini, & Bard, 2007), Macaques (Parr, Waller, Burrows, Gothard, & Vick, 2010), gibbons
(GibbonFACS; Waller, Kuchenbuch, Lembeck, Burrows, & Liebal, 2012), orangutan (orangFACS; Caeiro, Waller,
Burrows, Zimmermann, Davila-Ross, 2013), as well as, for dogs (dogFACS; Waller et al., 2013).
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level scale (A to E); and the time can also be coded (onset, apex, offset). Figure 1.1 below
illustrates a progressive addition of FACS AUs in the upper face. Note how the addition of
further AUs can produce a qualitatively different facial expression.

neutral

AU4

AUs 1+4

AUs 1+4+5

Figure 1.1. Example FACS Action Units (AUs): Neutral face (upper left), AU4
(upper right), AU1+4 (lower left), and AU1+4 with AU5 (lower right). FACS AUs are based
on a comprehensive taxonomy of “overt facial expressions” (see Tassibary & Cacioppo,
1992), of which only a small subset is shown in this panel for illustrative purposes.
However, the FACS also presents some disadvantages: It requires a considerable
amount of time to be learnt, and the coding procedure requires repeated views in slowmotion; thus, it is not a viable system for real time coding (Ekman & O’Sullivan, 1991),
with a ratio of about 100 coding minutes estimated to be needed by a trained coder to code 1
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minute of video material. What is important to note here, however, is that the FACS as a
system is indeed primarily an objective way of providing a detailed functional taxonomy of
visible facial movements. The system itself is an objective coding system that is entirely
theory-free - perhaps excepting the implicit assumption that a muscle movement that is not
visible is too insignificant to be considered. That is, while this system has frequently been
used in the context of emotion theories that propose the existence of a limited number of
discrete emotions - the system itself is completely theory-free. This is important to
understand because many researchers outside the field of emotion psychology have come to
intuitively associate these types of facial actions with this very specific type of theory.
However, the fact that the FACS has historically often been used with a particular type of
emotion theory does not mean that it loses any informational value when the AUs are
interpreted on the basis of a different emotion theory, such as a dimensional model.
When compared to facial expressions, the study of body movements (e.g., gestures,
and body postures) is more complex. Many different conceptual frameworks have been
proposed to analyze various movements over the years, however the field is far from being
unified (Harrigan, Rosenthal, & Scherer, 2005, Introduction). In addition, for many years,
there were no adequate comprehensive descriptions of the methodology regarding the
analysis of body movements (see, e.g., Bente, Kraemer, Petersen, & de Ruiter, 2001).
Different authors proposed a number of classification criteria for gestures and body
movements. For example, Ekman and Friesen provided a basic classification (1969)
separating gestures into emblems, illustrators, and regulators.
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Emblems2 are gestures with a direct verbal translation. Usually, the meaning of
emblems is assumed to be culture-specific, i.e., one gesture may have a different meaning in
different cultures; for example, the “thumbs-up” gesture is associated with positive
meanings (e.g., “Well done!”) in Western Countries, but it is considered obscene in the
Middle-East. Emblems may also be in prominent usage of only a relatively specific group of
people with a particular profession (e.g., mariners), or an emblem might be a specific to a
certain sport or activity (e.g., baseball). Thus, many emblems can be assumed to be
meaningless for a broader audience, much less children in different European countries.
Illustrators do not have a verbal translation, they usually accompany the speech, and
often the speaker is not aware of them. Typically, they are used to amplify some aspects of
the verbal message. Various studies demonstrated how the same speech is much more
salient when performed with Illustrators (see Hostetter, 2011, for a meta-analysis). A
relevant example here is the use of the eyebrows for emphasis, such as when a particular
point is of particular importance to a speaker. In the present context of analyses of the childrobot interactions in the WoZ, this mechanism might apply as well. Therefore, eyebrow
activity that co-occurs with speech should be treated separately from eyebrow activity that is
present during intervals where the child does not speak. The latter case is more likely to
reflect an affective state rather than an illustrator.
Finally, regulators are gestures that can help us to control the conversational flow; for
example, they have been studied in the context of “turn taking and turn yielding”. Despite

2

Definitions by other authors (as cited in Bull & Doody, 2013) usually overlap with those proposed by Ekman
and Friesen (1969). For example, Emblems are called autonomous gestures in Kendon (1989), symbolic
gestures by Poggi and Caldognetto (1998), and semiotic gestures by Bakarat (1969).
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the fact that different systems have been developed over the years to assess gestures and
body movement, there is still no consensus on a reliable system.
Dael, Mortillaro, and Scherer (2012), presented the Body Action and Posture Coding
System (BAP). The BAP is an integrated methodology to evaluate gestures and body
postures, which takes into account three levels of analysis: anatomical, form, and functional
level. At the “anatomical level”, the focus is on the active body part and its possible
movements. At this level, the BAP allows us to track the articulation of the neck, of the
trunk, of the upper (shoulder and elbow) and lower arms (wrist and finger), as well as, the
lower limbs (knees)3. The focus is on the “active” displacement of the body parts, so if the
head changes its position as a consequence of a trunk action, the head is considered to be
passive, thus, no head movement is scored, and a trunk movement is scored instead.
At the “form level” of analysis, the movement is described regards its direction and
orientation in a three-dimensional space (see Dael, Mortillaro, & Scherer, 2012, p. 102 for
details on the reference system). At the functional level, the BAP includes the 3 classes
described by Ekman and Friesen (1969): Emblems, manipulators, and illustrators4.
However, in the BAP, each functional unit has an additional intensity parameter (from 1 to
5), and the elements of this class are not mutually exclusive. Just as for the FACS, BAPunits are time locked, i.e., each BAP-unit represents a precise temporal behavioural segment
characterized by an onset, an apex, and an offset.

3

One apparent limitation is that the current version of the BAP does not allow a precise description of the
actions from the knee and downwards. This is due to the camera settings used to record the video material in
the validation study, and is further discussed by the authors (Dael, Mortillaro, & Scherer, 2012)
4

In addition, two illustrators have been divided into two subcategories namely beats and deictic
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In comparison to other systems, such as the Bernese Coding System, the BAP requires
significantly less training (i.e., only about 30 hours according to the official
recommendations), and less coding time, while the inter-rater reliability scores are still
sufficiently high (Dael, Mortillaro, & Scherer, 2012). In addition, the manual, and the
training material is available free of charge. Likewise, the coding scheme file (coding
template) for the ANVIL annotation software is freely available (Kipp, von Hollen, Hrstka,
& Zamponi, 2014). For a more dedicated coding of non-facial nonverbal behaviour, we
therefore recommend the BAP as the best available tool for the analysis of gestures, body
movements, and postures. However, it still has to be considered that the required time for
training and coding remains considerable, and should be evaluated with a clear perspective
on the expected outcomes of the coding effort in mind. Thus, for the present purposes of an
analysis of the WoZ, we have so far refrained from performing a full-blown behavioural
BAP-coding, given that the vast majority of these parameters will not be available in real
time, and the design of the WoZ does not permit any type of systematic comparisons, on
which basis a complete BAP-coding could be justified (see also Section 3.2).
Today, nonverbal communication is increasingly attracting attention across many
research fields, in part due to the vastly increased possibilities to record nonverbal data at
relatively low cost. However, while there is clearly a great attraction to off-the-shelf
solutions using affordable hardware such as Microsoft’s Kinect
(http://www.microsoft.com/en-us/kinectforwindows/), it is still important to consider the
substantial limitations of these types of automatic systems. Yet, it should be noted that,
together with traditional sub-disciplines within psychology, the study of nonverbal
communication is getting more and more significant in related fields, such as computer
science, HRI, medicine, political science, education, and anthropology (Breazeal, Kidd,
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Thomaz, Hoffman, & Berlin, 2005; Harrigan, 2013; Hall & Knapp, 2013). This confluence
of interests promises to continue to promote new endeavours, in particular in the highly
interdisciplinary field of Affective Computing (Picard, 1997; Picard et al., 2004). However,
it should also be noted that within this area, the introduction of new technological
capabilities clearly shapes the focus of computer scientists in respect to what aspects of
nonverbal behaviour are analyzed while other variables which would be of interest in classic
communication sciences may fade into the background.
Therefore, while much of the interaction design in the EMOTE project depends on a
real-time analysis of relatively simple nonverbal behaviours such as eye gaze and head gaze
that can be detected relatively reliably (c.f., e.g., Boucher et al., 2012), these types of
behaviours are of course only the tip of the iceberg that is nonverbal behaviour. However,
one of the main challenges of T3.3 consists of identifying which nonverbal behavioural
parameters can be (1) assessed reliably, (2) related systematically to underlying emotional
states and (3) successfully implemented in real-time for the purposes of driving the
empathic pedagogic behaviours of the robot. Here, it is possible that a contextualized
interpretation of relatively simple behaviours such as gaze, distance, leaning forward, or
overall movement intensity may prove to be more fruitful than amassing very large amounts
of coding data from a comprehensive coding of postural data. At the same time, this type of
more traditional human-based coding might still be helpful to train the system to select the
most useful simple behavioural parameters as they unfold throughout an experiment. In this
sense, the analysis of behavioural data in the WoZ has had to strike a balance between
identifying the most useful simple parameters and, where this appeared to be promising, the
application of more formal and comprehensive coding systems.
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Although the dichotomous distinction between ‘verbal’ vs. ’nonverbal’ dichotomy in
communication science (see e.g., Adler, & Rodman, 2003; Hall & Knapp, 2013) can be
challenged by borderline cases such as non-linguistic utterances, the dichotomy serves to
make a very general distinction between basic aspects of the communication process. At the
same time, it should be noted that, despite the rising importance of nonverbal behaviours in
Human-Robot Interaction (HRI), humans rarely if ever communicate exclusively via
nonverbal behaviours. Thus, while nonverbal behaviour can be extremely useful in helping
us, for example, to emphasize a certain point, or by making it known when we have strong
feelings about something - the study of HRI should still try to capture also the verbal
communication channels between a human participant and a robot. In this sense, it is even
likely that the value of speech and speech recognition will increase as robots become more
intelligent. An example of this is the need for a matching between the appearance and the
implied function of an application or a robot (see, e.g., Kiesler & Goetz, 2002; Götz,
Kiesler, & Powers, 2003). Here, as the capabilities of a speaking robot such as NAO
(http://www.aldebaran.com) increases, it can be expected that the children with whom NAO
is interacting will increasingly perceive NAO as an intelligent agent that is in some ways
comparable to the presence of an actual teacher. We have seen this many times in some of
the first steps of our analysis of the WoZ data when watching the actual videos recorded
from the interaction. I.e., while some of the more shy children showed only relatively
limited verbal responses to NAO, the verbal channel was still clearly present - and for some
of the more active children, even the relatively tight constraints of the first scenario (for
scenario 1 details see D2.2) appeared to elicit at least the occasional verbal responses.
Therefore, while the present document primarily serves to evaluate the possibilities of
nonverbal parameters in this interaction, we would still like to emphasize that (1) a strict
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distinction between verbal and nonverbal behaviours is not always possible and (2) even a
rather simplistic understanding of verbal behaviour may be able to add to the plausibility of
the entire communication process between the child and the robot. For example, even an
understanding of the system of whether or not the child is speaking (scenario 1), or at which
interaction partner concurrent speech appears to be directed (scenario 2) may be able to
make a significant contribution to this process (for scenarios details see D2.2).
Nevertheless, having made this reminder about the continued relevance of speech and
speech detection in HRI, there are still very good reasons to focus our analysis of the WoZ
interactions on nonverbal behaviours that the children produce without much conscious
reflection about their role in the interaction with the robot. As we have argued previously,
humans, are constantly involved in a series of communication processes, in a way that goes
far beyond our conscious awareness (e.g., Küster & Kappas, 2014). In addition, we
experience different degrees of success in understanding and delivering our “internal states”,
such as, needs, motivations, and feelings. This is of particular relevance for the case of
interactions with younger children who may not always be able to fully verbalize their
feeling states - yet it relates also to the more general issue concerning the limitations of selfreport even in the case of adults that we have discussed elsewhere (Küster & Kappas, 2013).
There is furthermore reason to assume that the extent to which an individual can report
about his or her feelings is modified by experimental, internal, and external factors relating
to the situation. For example, the children may be able to respond more clearly, both
verbally and nonverbally, when they are at ease with the overall situation, whereas repeated
interruptions or the sense of being under scrutiny or observation by unknown strangers (i.e.,
the experimenters) may reduce the quality of the recorded data at all levels. Therefore, as we
aim to transfer insights from psychology and communication research that was originally
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based Human-Human Interaction (HHI) (details about user studies in D2.1 and D2.2) to the
case of Human Computer Interaction (HCI), and HRI in the context of teaching children, it
is easy to see the immense challenge remaining for automated systems to reliably retrieve
and use quality nonverbal (and verbal) data in robot-assisted tutoring. Difficulties arise not
only from the technical side (e.g., today there is no software capable of an automatic
recognition of facial action units comparable to a human FACS coder), but also from a more
theoretical perspective, i.e., how to interpret sensory data (see Section 2).
2. Relationship between nonverbal behaviour and emotional states
A typical approach to affect detection in HRI might consist of collecting user data,
such as visible facial expressions, changes in skin conductance, or heart rate, then map
patterns of these onto “basic emotions”- In other words, identify that a particular pattern
corresponds to one of a small number of discrete and non-overlapping categories (see Calvo
and D’Mello, 2010). Once a specific discrete state has been identified, a system might be
programed to act in a particular way, such as having a desired influence on these emotion
processes, or changing the system’s ongoing behaviour in some other way. That is, knowing
the human’s basic emotions, it is assumed that one can now proceed to designing effective
rule-based responses on the side of the robot. For example, if the human looks sad, it is
assumed, based on the above approach, that the robot now understands that the human is sad
and it can respond to this sadness by, e.g., producing a happy and motivating gesture, or by
generating a positive and supportive utterance to help the human regulate his or her emotions
(see D2.2 for further details). Yet, unfortunately, the reality of emotions in real life, their
expressions, and the inferences that can be drawn on their basis are not that simple. Apart
from technical issues, associated with the assessment of the variables of interest, it is simply
that there is strong and unambiguous evidence that the correspondence of what people feel
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and what people show is low (Kappas, 2010). People who look happy are not necessarily
happy. People who are sad, might not look sad. People whose heart rate goes up might not be
emotional at all!
Empirical research indicates that even our best measures have been shown to correlate
only moderately with any other indicator of emotional states (Mauss & Robinson, 2009;
Hollenstein & Lanteigne, 2014). To understand this issue more in depth, we must discuss
some more fundamental conceptual issues. Thus, in the ideal case, we would be looking at
identifying some clear and unambiguous “markers” (see, e.g., Cacioppo & Tassinary, 1990;
Cacioppo, Tassinary, & Berntson, 2000) that indicate someone’s emotional state. For
example, if we had an objective measure that we would 1) be able to detect with perfect
reliability, that 2) would always be present when the human is in an emotional state X, and
that 3) would only be present if the human is in state X but never in states Y or Z, then we
could use that measure in a way that would allow us to say with certainty that the human is
indeed in state X when the marker is present. However, unfortunately, facial activity, as well
as physiological activity such as changes in skin conductance, are not reliable enough to
provide a reliable marker of discrete affective states, such as anger, sadness, or fear. The
same is true to measures of brain activity. Changes in activation in specific areas, such as the
amygdala, or the anterior insula can but need not be associated with emotional states
(Costafreda, Brammer, David, & Fu, 2008).
This low correlation is not surprising. None of the measures we talked about likely
evolved to signal emotions. They might be linked to emotions, but that link can be loosely
coupled. For example, it was evolutionarily advantageous to change the balance of
physiological activity in the body to facilitate actions, such as running away or attacking,
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when a situation had been identified that required rapid action. This is mediated by particular
parts of the nervous systems, for example the autonomic nervous system (ANS). However,
just running up and down some stairs would produce the same results, because both relate to
action, in one case, the preparation of action, in the other adapting to the specific needs of the
actions. So, there is no one-to-one mapping between a particular physiological state and
action requirements. To make matters more interesting, humans have learned in turn, to use
certain changes as voluntary signs to communicate particular states or intentions. We smile
because it is might be the appropriate/polite thing to do, not just because we are happy.
Alternatively, we might not want to give away that we are happy - for example about
someone’s misfortune, so we might not smile. Given that the smile is one of the easiest
expressions to detect by humans and machines (very easily defined visually), it is ironic, that
particularly the smile is not very useful as a predictor of happiness.
In the framework of the present D3.3, it may be useful to take a more detailed look at
this issue. Thus, while the general problem of a lack of one-to-one markers between
emotional states and observable parameters applies equally to behavioural, expressive, and
physiological data, the risk of confusion is perhaps the greatest in the case of a naive/prescientific usage of facial analysis software (e.g., Kinect, CERT, OKAO, Noldus FaceReader).
Here, irrespective of certain differences at the basic technical level, the general approach of
this type of software involves feature extraction procedures, aggregation of those features
into AUs, and aggregation of said AUs into labels using basic emotions terms such as
“Happiness”, “Fear”, or “Anger”. Depending on the software used, the intermediate step via
the AUs is sometimes omitted or hidden, and therefore not available to the end user. For
example, the software may interpret visible changes in the face such as the visible wrinkling
caused by an activation of the Zygomaticus Major muscles, i.e., the muscles that pull the
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corners of the lips upwards and back, first as a specific AU (in this case AU 12, also called
“Lip Corner Puller”). This information may or may not then be combined with information
from potentially co-activated AUs (e.g., the cheek raiser, AU6) before it is added under a
more aggregate label such as “Happiness”. While there are yet further critical steps involved
in the larger empathic loop between the robot and the human user which are discussed in
more detail in D2.2 and D7.1), the basic steps performed by the facial analysis software (FA)
are illustrated in Figure 2.1 below.

Figure 2.1. Empathic socio-emotional loop between robot and child with a focus on
elementary steps performed by automatic facial analysis software such as Kinect or CERT.
Details differ depending on the software; implementation of the output based on this type of
affect-sensing component is highly simplified in this figure. At the very end of this complex
processing procedure, an attempt can be made to close the affective loop between the robot
and the child when the robot produces contingent empathic behaviours.
What is important here is that most of the technical details by which the facial
analysis software operates may be in a closed system for which often only the final output is
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available. In some cases, this can be at the level of individual AUs, in others at the level of
pre-determined emotion labels mapped from a combination of AUs. For the purposes of the
EMOTE project, AU-level output has significant advantages because it, at least in principle,
allows for more reliable mapping of the most relevant and most reliably detected AUs into a
higher-level module that integrates all of the affect-sensing based data, allowing for proper
interpretation. However, while some systems, such as Kinect II, offer a type of AU-level
output, this still cannot escape the aforementioned limitations of inferences that can be drawn
from this data. Thus, not only can inaccuracies accrue at all steps in the analysis procedure,
starting with the quality of the video recording - but even a successfully detected basic facial
expression cannot ensure that the participant was indeed in the state identified by the system.
This information can only come from an interpretation of the context, which makes it even
more important for the robot to have a very clear model not only of the learning progress of
the child. But when we are testing a system by making funny faces at it, does that mean that
we are undergoing a rapid sequence of emotional states, from happiness, to fear, anger,
sadness, and disgust, back to happiness? By no means! Reliability of such systems is
measured with regard to how well they classify a particular system as belonging to the
desired category of expression, but NOT whether the purported state was actually present.
Therefore, while the children who are interacting with NAO in the classroom might
have a much greater tendency to interact with the robot as if it was another human being,
there are still many reasons why their facial behaviour must not be taken at face value by the
system. It is here that the robot is challenged to ‘understand’ as much of the context as
possible. For HRI, this challenge is to develop a system that is, for example, able to
differentiate a polite smile response when saying “hello” from a potentially more intrinsically
emotional smile in response to just having solved a particularly difficult step in the main task.
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It is at this juncture of perceiving the child’s affective responses in the social and temporal
context, as defined by the task, where a core component of the development of the robot’s
empathic capabilities lie. It is the affective loop between the child and the robot (see Figure
2.1) that makes the robot empathic rather than its expressive capabilities per se. While we
have, in addition, argued elsewhere (e.g., D3.2) that NAO’s expressive capabilities should be
augmented by additional tools such as the BEST (Bremen Emotional Sounds Toolkit; D3.2);
in principle even an entirely text-based system might already be a great empathic tutor if it
has superior affect sensing capabilities as well as a clear understanding of what is going on.
Here, augmentative tools such as the BEST can certainly help to create an illusion of empathy
but they cannot solve the fundamental problem of generating truly affect-informed contingent
behaviours of the system.
Fortunately, children, perhaps even more so than adults, are often willing to fill-in
some of the missing details in their imagination (Woolley & Phelps, 1994). Therefore, at a
more basic level, what matters more is that there is at least nothing that blatantly breaks the
illusion that the robot is an aware and empathic interactant. In a way, it can even be assumed
that within certain limits, the lack of coherence between emotional states and their bodily and
behavioural indicators discussed at the outset of this section can therefore even be recruited to
address some of the limitations of reverse inference discussed here. As long as there is
sufficient empathic understanding that works, and nothing seriously contradicts the illusion,
then the children are likely to continue to perceive the robot as being responsive to their
emotions even if the robot still makes some small mistakes. However, we emphasize that one
of the main risks concerning the remaining work in designing the perceptive empathic
capabilities of the system in relation to the learner model and pedagogical strategies (see also
D2.2), is to overestimate the link between any individual type of sensory data and the
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assumed emotional state of the child. Here, cautious probabilistic modelling of behaviour
patterns and a context-aware, graded, type of pedagogical strategy on the basis of the
empathic model will be a much more promising and lifelike way of responding to, and
tutoring, the child than having a fixed set of pre-programmed responses.
It should also be mentioned that basic research suggests that while it is not very easy
to map certain changes in behaviour, such as facial behaviour, to particular discrete emotional
states, it is a slightly more accurate if one looks at the more abstract level of describing
emotions in terms of how positive or negative a state is (valence) and how aroused the state is
(arousal). Happiness is a positive state with a certain degree of arousal. Sadness is a negative
state with low arousal. Fear is a negative state with high arousal and so on. Important is that
not all negative states with high arousal are “fear”. What is now interesting is that certain
components of facial behaviour, such as the movement of the brows together and down, in
the shape of a frown (AU4) have been shown to be to be associated with negative affective
valence that it has been used as (e.g., Larsen, Norris, & Cacioppo, 2003) an indicator. There
are still a number of potential confounds that can affect data interpretation, such as brow
movements caused by an increased effort to concentrate or to visually focus on elements on
the screen. However, these can be largely controlled when the task at hand does not contain
visual challenges, or is constant across different tasks. Thus, while the issue of not easily
reversing the direction of inference also applies to this dimensional framework, it seems to be
less of an issue under more controlled experimental conditions (Mauss & Robinson, 2009).
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3. Methodological aspects
3.1 Description of the analyses
The main aim of D3.3 has been the analysis of the WoZ interactions recorded at UoB
for the purpose of defining relevant data and mechanisms for affect sensing for the primary
implementation in the upcoming scenarios in which the robot will have to act autonomously.
In other words, we aimed to study and scrutinize the learner-tutor interactions with view to
identifying the most reliable variables out of the data streams that could be used to facilitate
the foundations (D4.2) and later implementations (D4.3) of the affect recognition system for
the embodied tutor. For this purpose, we have been discussing with our partners the best
possible strategies to record reliable and useful data since the early stages of the project.
Unfortunately, however, some of the preferred technical solutions for the recording of facial
movements and wirelessly recorded sensor data were either not available at the time of
conduction of the WoZ (e.g., CERT, FACET, Empatica sensors, Kinect II), prohibitively
expensive in relation to their cost (FaceReader), or we found them to record data less reliably
than expected - such as has been the case for our Q-Sensors from Affectiva (see Kappas,
Küster, Basedow, & Dente, 2013).
Sensor data from the WoZ was provided by UoB for a total of 21 recording sessions.
One subject was recorded twice because of technical problems during the first recording
session. For this subject, except for the personality-data filled out during the first session,
only the second recording session was retained for the analyses. Further, the very first of the
21 recording sessions was considered as a practice session due to multiple technical and
procedural issues and therefore excluded as well from the analyses, yielding a total of 19
useable sessions (9 girls). The participants were children in the intended age range for
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EMOTE (between 11 and 13 years). Results from our demographics survey show that all of
the children had some experience of using computers and knowledge of geography but none
of them had experience with robots.
3.1.1 Results from the demographics data
Descriptive analyses were performed on the WoZ questionnaire data. Overall, the
children reported extremely high enjoyment of this activity (M= 4.89 on a 5-point Likert
scale). They further indicated that they cared about the task, would have liked to continue, did
not find it too hard, did well, and tried to do their best in the activity. These highly positive
evaluation results for task engagement are summarized in Figure 3.1 below.
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Figure 3.1. Children’s ratings of task-engagement items (subjective enjoyment, perceived
difficulty, desire to continue, concern about performing well, ease of understanding the task,
having done well, and having tried their best).

For the social engagement measures employed in the WoZ, the evaluation of the
children was perhaps even more positive. All of the 7 questions asked in respect to this scale
received high levels of agreement from the children, even including the question whether
they would be worried about the robot if its battery would start to run out. Together, these
data suggest that the children not only liked the robot very much but also emotionally cared
about it and its wellbeing. The results for social engagement are summarized in Figure 3.2
below.
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Figure 3.2. Children’s ratings of social-engagement items (desire to continue to play with the
robot, perceiving the robot as a partner, belief that the robot cared, concern about the robot,
desire to help the robot, feeling as part of a team, perception of the robot as caring).

The excitement about the robot may at least partially be explained by the novelty of
the robot. Out of the 19 children, only 4 children (2 girls, 2 boys) reported substantial prior
experience with robots. Likewise, the task with the touch table was completely novel to them
- only one girls answered with a neutral “3” on the 5-point Likert scale, and one boy with a
“2”. All other children indicated never having done an activity like this before. In contrast,
the children generally had significant levels of prior experience with both computers (M=
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4.35; SD= .19) and general map reading tasks (M= 3.88; SD= .22), suggesting that they had
the necessary basic skills and a certain familiarity with technology as such. Therefore, while
the robot and the touch table presented stimulating new ways for them for this type of
learning experience, this data suggests a successful match between relevant experience from
their everyday -and school life, and the opportunities offered by this simple map reading
scenario with NAO.
We used the empathic concern scale of Bryant’s Index Empathy for Children and
Adolescents (Bryant, 1982), to measure self-attributed empathic concern experienced by the
children. In addition, we prepared an adapted child-friendly version of an attachment scale
for human-product relationships by Schifferstein and Zwartkruis-Pelgrim (2008), to measure
the degree to which the children felt attached to NAO. Even given the very small number of
subjects in this study (N = 19, 9 female), a t-test showed that the boys in this sample indicated
significantly (p= .038) lower empathic concern (M= 1.9; SD= 8.60) than the girls (M= 9.56;
SD= 5.81), with the overall range of empathic concern being relatively low for both genders
in this age group as compared to Bryant’s sample in 1982. For the other scales, i.e., taskengagement, social-engagement, and attachment, no significant gender differences were
observed. However, a large and significant correlation was found between attachment with
NAO and social-engagement (r= .62; p= .005), as well as between attachment with NAO and
task-engagement (r= .48; p= .039). Together, these results suggest that boys were able to feel
strongly attached to the robot despite their generally lower levels of empathic concern, and
that this sense of attachment may indeed have motivated them to remain engaged with the
robot as well as with the task. Figure 3.3 shows these results for the WoZ questionnaire data.
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Figure 3.3. Gender differences for empathic concern in the WoZ (left panel) and evidence for
similarly high engagement and attachment for both boys and girls in the same study (right
panel).

3.2 WoZ description of the data streams, data preparation and aggregation
Data from the WoZ was recorded at University of Birmingham and sent to Jacobs
University for further processing. This data consisted of a set of 21 files containing sensory
data, and a set of 22 files containing task-related info. Unfortunately, for Participant ID 30 the
sensory recording failed completely and this data was not further processed. Sensory data
files contained 3 separate streams of data coming respectively from the MS Kinect for
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Windows (v1), OKAO, and the Affectiva Q-sensor (in this case only EDA and Temperature),
and from the System Clock (date and time). Data had been sampled at 5Hz.

From the OMRON OKAO we received information regarding:
-

7 discrete Emotional States, named respectively: confidence, happiness,
surprise, fear, anger, disgust, sadness,

-

Confidence and Smile;

-

Gaze Left to Right; Gaze Up and Down;

-

Eye Movements: Left eye, Right eye;

Two types of data from the Qsensor: EDA and Body Temperature;
Kinect1 stream:
-

Body Movement information (Depth, x, y, z, relative position);

-

Head Movement: Head Rotation (2 channels);

-

6 Animation Unit (AUs)5 and related channels: Jaw Lowerer, Upper Lip
Raiser, Lip Stretcher, Lip Corner Depressor, Brow Lowerer, Outer Brow
Raiser (see the documentation in http://msdn.microsoft.com/enus/library/jj130970.aspx for details)

All files were parsed, cleaned, and formatted using R programming environment (R
3.1.1; R Core Team, 2014) in a way to make data accessible by other software programs (e.g.,

5

Unfortunately, Animation Units are usually likewise abbreviated as “AUs”; a circumstance which may result in
confusion regarding their relationship to Action Units in FACS
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AcqKnowledge 4.2: Biopac), and, in the case of in-task log files, to also be readable by
experts (a general overview in Wickham, 2014). Furthermore, new sets of files containing
both well formatted sensory data and in-task data has been created. Additional analyses have
been performed using Acqknowledge 4.2 (Biopac). This included an importing and aligning
of all event labels from the data streams in textual form, before commencing with the next
step of visual data inspection using the Acqknowledge software. An example of a selected
number of visible channels from one case is shown below in Figure 3.4. Here, the light bulb
symbols in the small white bar above the raw data channels represent the event markers. The
highlighted light bulb (red) indicates which event in the timeline is currently “active”, i.e.,
displayed in textual form in the marker bar above the light bulbs. Further, the software offers
tools and algorithms to detect relevant events in the combined data stream, such as basis peak
detection mechanisms. For example, in the case exhibited in Figure 3.4, the robot has just
given the child the instruction to tap the parking symbol a quarter of a kilometre north-west
of the bus station. As indicated by the child’s smile as detected by the OKAO sensor, this was
an event of at least some socio-emotional relevance. However, as Figure 3.4 further
illustrates, it is also at this very moment that, likely due to a movement by the child, the
Kinect data streams have temporarily have lost tracking, using some kind of valuereplacement function. Therefore, this interval has to be marked as artefactual and excluded
from the analysis. Figure 3.5 shows a screenshot of the child’s actual behaviour in this
situation, suggesting that even the OKAO smile signal should not be interpreted as the
movement of the lip corner puller alone (AU12) but rather as a more sophisticated measure.
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Figure 3.4. Data stream of participant 31 as integrated into the Acknowledge 4.2 data
recording and analysis software suite. Out of the total 26 channels, only 6 (5 Kinect, 1
OKAO) are displayed here for illustrative purposes.

Figure 3.5. Frontal view (camera 1) of a snapshot of the child’s (PID 31) facial
response to the instruction to tap a parking symbol on the map during the time interval
highlighted in figure 3.4.
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3.2.1 WoZ video data and analyses
For all participants in the WoZ, synchronized videos were recorded from a total of 5
positions. The positioning can be seen in the below examples of participant 29 (see Figure
3.6). Out of these 5 camera positions, cameras 1 to 3 were selected as most informative about
the facial behaviour of the child (camera 1), social engagement with the robot (camera 2), and
progress with the task, including a direct view of technical issues with the interface (camera
3). Cameras 4 and 5 provide supplementary information. However, their positioning was at
viewing angles were generally so steep that little of the relevant facial (camera 4) or gestural
(e.g., hands, camera 5), and were therefore considered as supplementary information only.
That said, a combination of cameras 2 and 5 might be useable for a fine-grained coding of the
general interaction process between the child and the robot because camera 5 shows a more
reliable full-body view of the robot. However, for most of the purposes of T3.4, the
numbering of the cameras reflects their relative importance in descending order, with camera
1 being of primary importance for the coding of facial activity. This primary frontal face
camera view (camera 1) was strategically positioned to use as annotation material. However,
one of the general outcomes of our analysis of the WoZ is that the resolution and placement
of this primary camera should be further improved. This has to do with the viewing angle as
well as the resolution of the most critical facial area which, at this distance is relatively small
unless this child is leaning forward. This will be discussed in more detail in our concluding
comments and suggestions.
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Figure 3.6a. Camera 1.

Figure 3.6b. Camera 2.

Figure 3.6c. Camera 3.

Frontal view camera during

Lateral view of the same

Participant 29

social probe.

subject during the Wallace

interacting with the

and Gromit Probe.

touch table from
above-view camera
position.

Figure 3.6d. Camera 4. Corner Figure 3.6e Camera 5. rear-view camcorder position
camcorder view of p29 during

for participant 29.

social probe
Figure 3.6. Panel of figures showing the different camera perspectives used for videorecording in the WoZ.
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3.2.2 Manual video annotation: Custom annotation tool from UoB
In order to organize and process the primary video data streams of the WoZ, UoB and
JacobsUni designed a custom video annotation tool programmed at UoB. This tool allows a
simple real-time evaluation of a user-definable continuous variable, such as valence, arousal,
or engagement. The human annotator may use a standard USB-compatible gamepad priced at
less than € 20. The tool further allows synchronized presentation of up to 3 simultaneous
video streams, as well as stop-and restarting functions via button press and modification of
past evaluations over a 5 second window, giving the annotator sufficient time to make small
corrections to the rating without having to go back into the raw data. Importantly, the
annotation tool has been designed to meet the needs of targeted single-variable annotations in
EMOTE by allowing continuous measurement using a visual-analogue-scale (VAS) that can
be used to record values between -1 and +1 at a user-definable sampling rate. In addition, the
annotator can choose to perform his or her evaluations using either the left or the right
analogue control stick of the gamepad. A typical view of the custom annotation tool is shown
in Figure 3.7.
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Figure 3.7. Continuous Annotation Software. Developed specifically for use with
continuous ratings. The software allows simultaneous and synchronized presentation
of 3 videos, a gamepad-controlled visual-analogue scale, and some basic editing
functions.

In the context of the annotations performed for T3.3 on the WoZ data, a sample rate
of 5 Hz was used in order to match the sampling rate of the other data streams bundled into
the system. This allows the establishment of a ground truth for valence and arousal for the
purposes of machine learning concerning the most relevant parameters recognized by the
system in the WoZ. For the further aims of the project, and integration of findings based on
the continuous evaluation parameters recorded from the human annotators, however, transfer
issues concerning changes in the other components of the system have to be considered. For
example, based on the overall evaluation of Kinect I data in the WoZ and comparisons with
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Kinect II, we have found Kinect II to provide a clearly superior baseline performance,
suggesting a need to change essential components of the type of data available to the robot in
real time during both of the main real-life scenarios without the wizard.
Three human annotators initially evaluated the videos for perceived valence and
arousal experienced by the children using the continuous annotation software. For both
measures, they were given the manual of the International Affective Picture System by Lang,
Bradley, and Cuthbert (2008) for a definition of the subjective experience of valence and
arousal. The annotators, who were already familiar with the annotation tool, then met for
about 3 hours per criterion to operationalize and practice detecting and annotating each of
these states using the annotation tool. Since there was a large degree of variability between
the children in the videos, and a substantial proportion of invalid data for many of the
remaining subjects, we asked all three annotators to perform these annotations, and only
dropped the third annotator after it was established that her annotations correlated less well
with the other two annotators than the remaining human raters with each other. Further, while
the annotation tool proved to be viable for our purposes of continuous annotation, differences
could still be observed in the response times between annotators to detect -and respond to
relevant events in the video. While the real-time nature of evaluations with the custom
annotation tool dramatically reduced the total annotation time per annotator per video
compared to traditional frame-by-frame evaluations, it cannot be expected that the timing of
these real-time judgments can be performed reliably at a frame-by-frame or even second-bysecond degree of resolution. It was therefore important to establish the baseline reliability of
this kind of assessment.
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However, for the purposes of training empathic response behaviours of the robot, it
further has to be considered that (1) even some of the physiological parameters such as skin
conductance typically occur with a delay of a few seconds and (2) that human teachers would
likewise have to respond in real-time with at least the same degree of variation in response
times as human annotators. For the purposes of reliability assessment of the annotation tool,
we therefore substantially downsampled the annotations before investigating inter-rater
agreement, effectively creating bins of 10 s intervals. This reduces response-time related
sources of disagreement at the expense of time resolution. However, even at a resolution as
low as 0.1 Hz, this still translates into 200 judgments covering a typical 20 minute interaction
for scenario 1, and allows an assessment of a human-based ground truth for meaningful
individual interaction sequences between the child and the robot during the task for all of the
interaction in the WoZ. The results of our preliminary reliability analysis for this annotation
are shown below for the case of valence in Figure 3.8. As can be seen in the figure, the two
main human annotators in this test evaluation correlated substantially in their judgments for
the vast majority of subjects. Nevertheless, we generally observed more variability in the
judgments of the human annotators than we would have expected. For example, even for the
likewise relatively simple and well defined construct of perceived arousal, our annotators had
difficulties to reach sufficient agreement at this continuous level of the evaluation. In
particular, it appeared that the relative extent to which someone focuses on relatively subtle
and slow changes vs. on relatively sharp “spikes” of perceived changes still varied
substantially between our raters - suggesting that this aspect requires an even more precise
definition and further training of annotators before it can be used at this level of resolution.
Despite these limitations, the custom annotation tool developed for the WoZ still
promises to be a rather lean and simple to use tool for the assessment of continuous
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subjective evaluations. For the purposes of custom made annotations, such as in the present
case, values can be aggregated across larger intervals, resulting in very clear increases in
reliability. However, a conclusion from our present preliminary analysis is that the tool may
provide more useful and more reliable results if annotators are instructed to try to indicate in
particular also the relatively slow and subtle changes in the perceived variable of interest.
Thus, if an annotator in fact only actively perceives something annotatable for. e.g., just 5%
of the total duration and while keeping the annotation neutral for the remaining 95% of the
data, the extent to which this annotator would have to agree with another annotator
concerning the peak of this activation for an acceptable or good reliability would have to be
vastly higher than that for two annotators who are actively using the stick for 95% or more of
the time. This is an effect that we could already see clearly in our data when comparing the
waveforms for the valence-annotations in the WoZ. Here, as shown in Figure 3.8, the
participants with the lowest agreement between the annotators also clearly tended to be the
ones with the lowest apparent overall activity in the measure of interest. Thus, at least for the
case of valence, these participants appeared to be on the rather far end of being shy,
uncomfortable, and non-expressive in the experimental situation. Just as it was the case for
the automatic affect sensing mechanisms, our human annotators as well kept having great
difficulties to clearly sense how some of these children were feeling on more specific
variables such as valence. Thus, while we could quickly agree with our annotators that these
participants were visibly uncomfortable and un-expressive, these same characteristics appear
to have made it much more difficult not only for the automatic measures to come to reliable
affect judgments - but also for our human coders.
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Figure 3.8. Pearson correlations as a gross indicator of reliability between
rater 1 and rater 2 with subjects ranked in ascending order of correlation.

A final aspect regarding the annotation tool concerns its potential for further
usage in laboratory studies beyond the WoZ. Here, research questions in the area of
emotion psychology frequently investigate either responses to still images, or short
movie clips. However, primarily due to issues of shared attention, and a lack of
dedicated measurement devices, these types of perception studies are generally still
done in such a way that there is only a single point-based measure of the self-reported
emotional response that is usually requested at the end of a stimulus presentation
interval. Thus, while other measures such as physiological or facial responses are
typically measured continuously, the most common form of subjective response
assessment is still limited to only a single discrete value. Here, an annotation tool such
as the one discussed here might be able to fill a gap by providing a very simple way of
obtaining a continuous self-report measure. In particular, it has, for example, been
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shown that the very end of an emotion-eliciting stimulus situation carries
disproportionately more weight in subjective gross evaluations of subjective
experience taken that are taken after the emotion-eliciting stimulus has already been
removed. In consequence, it may still prove to be a very useful tool in studying the
time course of emotional responses to standardized stimuli, as well as measure that
can be can be discretized across time intervals to obtain a more valid subjective
response in respect to a more equal weighting of the self-reported emotional
experience during stimulus exposure.
3.2.3 Formal Coding: FACS-based case studies on WoZ data
As detailed in the description of work for T3.3, we initially aimed to evaluate
with WoZ with a blended approach using both formal coding systems such as the
Facial Action Coding System (FACS), as well as the type of ad-hoc annotation
systems described in the previous section. During our analyses, however, the weight
between these components has had to shift more towards custom tailored systems,
more than we had initially planned. The rationale for this shift in analyses can be
explained by a combination of factors. First, the angle and resolution of the primary
camera, as well as the respective general quality of the data obtained from Kinect 1
showed unexpected issues that were not known to us at the time of the data collection
for the WoZ. In particular with the Kinect 1 data stream, upon inspection of the raw
data, we found that a much larger than expected proportion of data to be contaminated
by artefacts and drop-outs of the signal. Second, alternative software that was
originally planned for use towards automatic FACS-coding of critical intervals of the
interaction were either no longer available (CERT) or not competitive to the most
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recent state-of-the-art (Kinect 1), or pricing upon closer investigation (Noldus
FaceReader).
Therefore, while we have recently invested in the purchase of an up to date
commercial version of the CERT (FACET SDK; www.imotionsglobal.com), we have
not yet received this software at the time of preparation of this deliverable. Instead of
the large scale approach for the use of formal coding systems, we therefore decided to
conduct a number of case studies using human-based manual coding by a FACScoder within the window of the important social probe that occurs at about 5 minutes
after the start of the scenario. At this point, the Nao asks the child: “[Name of child],
do you know Wallace and Gromit?]. Upon inspection of the data, we found this probe
to be a good elicitor of facial responses from the majority of the children, including
responses of surprise and happiness. However, in a cursory analysis of this type of
data, it is important to be aware that a lot more than facial responses is happening
here, in even a very short time interval. For the present case studies, we therefore
decided to define a 10s time window starting 2 seconds before the onset until 8s after
this point. Our FACS-coder analyzed these intervals at a frame by frame basis using
an custom-made template in Anvil (Anvil 5.1.12; Kipp, von Hollen, Hrstka, &
Zamponi, 2014). An example of one such case study is shown in Figure 3.9, with a
second example detailed in figure 3.10.
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Figure 3.9. Example of a high-resolution human FACS coding for participant ID15 in
Anvil. The still image at the beginning of the highlighted interval (green line)
represents a lip tightener (Action Unit 23), co-occurring with a slight right-turn of the
head of the child (Action Descriptor 52), and the exposition of portion of the the
tongue (AU 19 = “Tongue Show”).
As this example illustrates, at least during emotionally active parts of the interaction
with the robot, there is often a high density of facial movements, postural changes, hand
movements, head movements, etc., all of which have an impact on the data that has to be
picked up and interpreted by the system. A critical challenge for this system, at this stage, is
further to correctly distinguish between movements related to actual facial actions and other
movements that cause physically similar changes in the image - but which need to be
separated from the principal action units because they were not elicited by the same
underlying, and possibly emotion-related, mechanisms. For example, when the child starts to
speak, this provides some valuable information in and of itself (as discussed already above) -
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yet speech causes an apparent co-activation of many of the same facial features as those
activated by the movement of muscles responsible for certain AUs (e.g., AU12) without
carrying any of the emotional meaning associated with the AU (e.g., the smile). Examples of
this challenge are illustrated in Figure 3.10 below for the case of WoZ participant number
30, which was taken during the same time interval as for participant 15 above (c.f., figure
3.9).

Figure 3.10. Example of a high-resolution human FACS coding for participant ID30 in
Anvil. The image was edited to indicate 5 successive events for the same subject. The
selected still frames were chosen to illustrate 3 separate cases of valid AUs (AU14, AU12,
AU23), as well as 2 similar non-AU movements which are highlighted in red (“regulator”,
“50-Speech”).
3.2.4 Kinect I vs. Kinect II comparison
Parts of this sub-section will also be included in D4.2, due to its relevance for learner
affect prediction and the joint effort on this work by UoB and JacobsUni. An exploratory
analysis was performed on the data provided by 2 experimenters at UoB on the basis of a
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systematic set of facial movements provided by JacobsUni. As was evident in the WoZ
data, Kinect I appears to have issues with temporary connectivity loss that, under most other
circumstances will be hidden to the user. For example, when the system loses tracking,
streaming values are not reliably being set to 0 - but rather stay constant at exactly the same
value across channels. While for use in the consumer market, such artifacts may often
remain unnoticed, they are likely to have deleterious effect for applied research purposes.
As Figure 3.11 illustrates, these types of temporary dropouts typically appear to take place
across multiple Kinect channels, although they can also occur more briefly for individual
data channels. Further, since the system is retaining the last known good value, such
intervals are not automatically coded as missing data, which renders a real-time exclusion of
this type of artefactual intervals non-trivial.
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Figure 3.11. Example interval of defective Kinect I data channels for participant 31 in the
WoZ. The Kinect system appears to continue to work with the last known good value until
tracking is re-established.

For this reason, we performed a more targeted evaluation in form of a case study in
which 2 experimenters at UoB followed a script of actions provided by JacobsUni as detailed
in Table 3.1 below. These actions were designed to cover a broad range of elicitors to trigger
recording for the Kinect. I.e., while this data could be further analysed according to
segmented time windows, our main aim was to establish a fair comparison for the overall
amount of time for which the system would pick up legitimate data without losing tracking or
resorting to replacement of missing values.
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Table 3.1. Overview of facial movements and other actions performed by the 2 encoders in
the Kinect I vs. Kinect II comparison case study at UoB.

Facial actions

Eyebrows raised

Head and eye

Mouth-Hand

movements

movements

Head-turn left

Touch chin with

Other actions

Lean forward

index finger

Eyebrows pulled

Head-turn right

together

Closed smile

Chin resting on

Lean backward

hand

Bite finger in mouth Point at left side of

Head-up

table

Large open smile

Lip corners pulled

Head-down

Hand covering

Point at right side of

mouth

table

Eyes left

Point at robot

Lip press

Eyes right

Say a short sentence

Lip pucker

Eyes up

Scrunch nose (for

down
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disgust expression)

Lips pulled left

Eyes down

Lips pulled right

Eyes wide open

Lip bite

Mouth open wide

For this purpose, the relative differences in the levels of precision between Kinect I
and Kinect II were removed by rounding the more precise Kinect II values down to the level
of precision recorded by Kinect I. The results of this comparison are illustrated in Figures
3.12 and 3.13 below.

Figure 3.12. Participant 1. Preliminary comparison of data quality across the range of
facial and other actions specified in table 3.1. The left panel shows the results for
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participant 1 interacting with Kinect I. The right panel shows the respective results at
the same level of resolution for Kinect II. A version of this figure is also shown in
D4.2.

Figure 3.13. Participant 2. Preliminary comparison of data quality across the range of
facial and other actions specified in table 3.1. The left panel shows the results for
participant 1 interacting with Kinect I. The right panel shows the respective results at
the same level of resolution for Kinect II. A version of this figure is also shown in
D4.2.

Overall, while not all of the actions recorded by both systems are strictly directly
comparable, it is evident that Kinect II performed significantly more robustly in this case
study - without the tendency of Kinect I that again produced a significant percentage of
repeated unchanging values for multiples channels even under these rather controlled
conditions. Therefore, while it is possible that some of the differences observed in this case
study comparison may have been due to an artificially inflated degree of precision in Kinect
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II, the differences at the raw level of multiple synchronized data channels appear to be rather
striking. In this sense, Kinect II appears to be performing substantially better at this basic
level of continuing to provide legitimate data across a broad list of movements, facial actions,
and pointing. This view appears to be further supported by a recent study involving Kinect II
(Stocchi, 2014) in which Kinect 1 has been shown to be less reliable than expected, and
rather inaccurate regarding facial expression recognition. In particular, performance of Kinect
I appears to be substantially reduced by head movements and partial obstruction of the view
of the face. However, at the same time, it has to be noted that the lack of official
documentation (e.g., Action Units definition) for Kinect II presently still limits possibilities
for further any in-depth analyses in direct comparison to Kinect I. Therefore, while our data
from the WoZ as well as the case study reported in this section suggests a significantly
increased robustness of Kinect II in comparison to Kinect I, there still remains a need for
caution in interpreting these results. This said, it appears rather evident that Kinect II appears
to outperform its predecessor in terms of the number of movements and actions it can
differentiate, its resolution, and perhaps most importantly, its apparent reliability at the level
of the raw data provided.
3.3 Shortcomings
Our inspection, analysis, and investigation of the WoZ-data, as well as the additional
evaluation studies reported in the results section of this deliverable (cf. also D4.2) have lead
us to identify a fairly large number of remaining shortcomings. Many of these have already
been communicated at project meetings, Skype-meetings, and informal email exchanges, and
are already in the process of being integrated in the final versions of the embodied scenarios
involving an autonomous robot. This is a result and central function of the present
deliverable, which our technical partners can consult in order to continue to improve the
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present design of the system, including the pedagogical strategies employed by it. Some
further shortcomings, however, have emerged more clearly only comparatively recently, and
still require additional attention and discussion within the consortium. Broadly, we have
aimed to categorize the different types of issues into the categories of technical problems,
experiment-related issues, model and mapping related issues, and more general issues. In the
following, we will begin by presenting an outline of these issues in the list provided below.
Then, we will discuss the most important and noteworthy issues in further detail - including a
focus on how each of them, in our view, might be addressed:
1) Technical Issues
a. Detection problems:
i. Resolution and positioning of frontal camera: Based on the WoZ video
files, and in the light of the upcoming activities related to the
Deliverable 3.4, we believe that the quality of the image from the front
camera is not sufficient for a reliable evaluation of facial expressions.
Ideally, also the positioning should be revised in favour of a more
straight angle for the frontal camera.
ii. Possibility to use a corner camera(s) to eliminate signal dropout
iii. Movement artefacts
iv. Possibility to produce more even lighting in the room
b. General lack of reliability of measures in the WoZ
c. Dropouts in Kinect I data stream
d. Complex relationship between Kinect-CANDIDE system and FACS AUs
e. USB-issues with Kinect II. Kinect II also comes with some important
limitations. Presently, there are two main issues: (1) instability provided by the
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hardware connection itself; (2) Lack of sufficient official documentation (see
also Deliverable 4.2)
f. Automatic detection of eye-gaze, head-gaze, and pointing is still a work in
progress. The signal provided by these technologies does not allow us to
perform an in-depth analysis relating these nonverbal indices to the in-task
events. Thus, it is not possible to move forward the type of tests needed for
hypotheses-testing.
g. Log file formatting: Files coming from different AI “modules” were
produced with different time-date format (e.g., 12H vs. 24H; 3 decimal points
vs. 5 decimal points); furthermore, text separators have been used
inconsistently. These are all factors that slow down considerably the data
preparation stage, and increase possibilities for error.
2) Experiment-related Issues
a. Preparation of the experimental session:
i. Many children in the WoZ appeared to be uncomfortable with the
situation initially, and with being observed. Suggestion: Addition of
an informational video to help make the children feel more
comfortable. Furthermore, as JacobsUni we can provide our partners
with some training on conducting behavioural experiments. Even a
small amount of specialized training can contribute to reduce
uncomfortable situations. In addition, the same training can also help
to reduce some other criticisms highlighted elsewhere (for example
see the point called: “Large number of persons present in the room”)
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ii. Children are generally unfamiliar with the touch table, and have
technical issues operating it. Suggestion: Increase warm up time using
an unrelated, unscored, easy task that familiarizes the children with
these devices and their limitations (e.g., the very high sensitivity to
irrelevant ways of touching the table -such as with the sleeves).
b. Conduction of the experimental session:
i. Artifacts due to avoidable distractions. During a substantial portion
of the individual WoZ-sessions, experimenters had to enter the room
close to the personal space of the child while the experiment was
already running. For example, issues with the software or the touch
table had to be addressed - the camera positioning had to be corrected,
or the blends in front of the window were adjusted. Some of these
distractions might be avoided after sufficient pretesting. E.g., for
laboratory experiments, we usually calculate about 3 to 5 test subjects
that are run merely for internal pretest purposes before commencing
with the actual data collection.
ii. Artifacts caused by distractions due to the environmental setting.
There were additional instances of distractions in the WoZ that had to
do with externally triggered events such as a phone ringing in the
room, or the school’s announcement bell ringing followed by an
announcement of a person related to that person’s lunch. In another
instance, an external photographer from the press entered to take a
photo of the setup and interview the child after completion of the
experiment. While not all of these distractions can be completely
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avoided, they can be reduced. Phones should be switched off for the
entirety of the session, and the school can be asked to refrain from
unnecessary verbal announcements via the speakers during the time of
experiments being conducted. External persons should not enter the
room at all while the experiment is still in progress.
iii. Artifacts caused by concurrent speech. As evidenced by our WoZ
case-study analysis of the first 10 s of the Wallace & Gromit probe,
there are substantial amounts of concurrent speech, in particular during
some of the more social and interactive intervals. That this is the case
even for the less social design of the first scenario suggests that much
more speech will likely be present in the more social situation of
scenario 2. For the purposes of affect-detection, this has 2 major
consequences. (1) As illustrated by our FACS case study, speech can
lead to misclassifications by the automatic analysis software. In
consequence, intervals in which concurrent speech is detected should
be excluded from the active real-time analysis of facial AUs. (2) The
presence of speech itself can be regarded as an indicator of interest in
its own right that could be mapped with a certain weight into the
activation/arousal component of the valence-arousal model. In
addition, the presence of speech should serve to increase estimated
social engagement.
iv. Large number of persons present in the room. During each of the
WoZ-experiments, there were typically 2 experimenters present in
addition to the wizard. While the wizard herself was seated in a
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separate section behind blinds, the 2 main experimenters remained
present in the back of the room. It is likely that for some of the more
shy participants, this changed the social context in a direction in which
the children felt more observed and evaluated than might have been
necessary. It can help to reduce the presence of experimenter(s) in the
same room. When the experiment starts, all the people not directly
involved with the trial should stay outside of the room. For the main
experiments, we recommend - if possible - to have no one in the room
other than the robot and the child. That is, there should ideally only be
one experimenter in the beginning who provides the necessary
instructions. This experimenter could stay during an additional warmup task (see suggestions above) but should leave before the main
experiment starts. Monitoring of the system should be possible
remotely via the camera setup from an adjacent room - if the location
allows.
v. Uncomfortable EDA-measurement with the Q-Sensor. Several of
the children in the WoZ appeared to be visibly uncomfortable with the
Q-Sensor attached to their wrist for such a long amount of time. It
might be possible to make the wristband itself somewhat more
comfortable, e.g., by adding some kind of padding. Apart from this,
additional time might be reserved for this during the warmup to ensure
that it does not sit too tightly on the individual child’s wrist. During the
warmup period, the placement of the sensors can still be corrected whereas all later modifications during the experiment risk the event of
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technical failure warranting a need to exclude a participant from the
data analysis.
3) Model -and Mapping related Issues
a. Limitations of using a basic emotions model:
i. Basic emotions are complicated to implement even for facial data. In
addition, as previous studies suggested (e.g., AutoTutor: D’Mello et
al., 2008; D’Mello & Graesser, 2012), full-blown expression of basic
emotion do not occur frequently in educational scenarios. We are
therefore instead proposing a dimensional core for the modeling of the
affect-sensing module, based on a mapping of valence and arousal
indicators. Discrete emotion labels can still be included in this system
but are not responsible for driving the empathic robot-behaviour as
such.
ii. Mapping of EDA data: Data from the skin conductance sensors, as
well as response times, gestures, and gaze, has initially to be
considered separately from data obtained via facial action units. That
is, while facial actions may, with some limitations, be interpreted
relatively well along the lines of basic emotions - continuous data such
as that from skin conductance has no direct equivalent in the
terminology of basic emotions. Rather, skin conductance can be related
directly to peripheral arousal, and possibly the subjective relevance of
learning content - but elevated skin conductance can be expected to be
present across a range of emotional states, including very positive ones
and very negative ones. It is therefore better interpreted as an indicator
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of arousal or intensity of an emotional state. However, for the
upcoming studies, we also suggest to collect movement data from the
portable device. In the short term, movement data can help us to
improve the offline analyses, and in the long term, this can give a
contribution to the online system too.
iii. Children exhibit very few basic emotions as indicated by human
coding in the WoZ, even if they do show some other AUs. In
consequence, a large allocation of effort into coding these classic types
of basic emotions appears inadvisable. However, the activation of a
certain number of more specific AUs (such as the brow lowerer, and
brow raiser) is very important - due to their links with valence.
iv. Measurement of basic emotions using the available technology is
particularly unreliable. As discussed above (see also Section 3.1.2),
there are conceptual issues relating to affect sensing using Kinect.
However, in addition, some of the available systems tend to preaggregate facial data into categories using basic emotion terms. These
are not advisable because (1) the information cannot effectively be
used for a valence-arousal model and (2) the pre-aggregate measures
are bound to be less reliable compared to a system providing a detailed
decomposition into the underlying facial actions.
b. Advantages of using a Valence+Arousal model:
i. Fewer categories, higher reliability
ii. Most basic emotions can be mapped onto this space
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iii. Physiological parameters such as skin conductance can be included on
a conceptually and empirically well-established basis
iv. Further parameters, such as gross body movements, leaning forward,
or gaze information can likewise be included in a Valence+Arousal
model, albeit on a somewhat more exploratory basis.
4) General Issues
a. Lack of coherence between measures and the general problem of reverse
inference. This issue is discussed in detail in the introduction to this
deliverable. It is a central issue that prohibits a naive over interpretation of the
reliability (and meaning) of the incoming data streams. In consequence, this
suggests caution in interpreting this data. In addition, it implies that the
behavioural programs of the robotic tutor need to take the relative risk into
account that is accrued by the different types of behavioural options. This is of
particular relevance also for the links between affect and modification / choice
of pedagogical strategies detailed in D2.2.
b. Naive assumptions concerning the nature and role of empathy
i. Reinforcement is not empathy
ii. Punishment is not empathy
iii. Signalling (supportive) emotions is not empathy
iv. Empathy requires a theory of mind
v. Empathy requires affect sensing (even if limited)
vi. Empathy requires responses that are contingent on perceptive
indicators of the child’s emotional states
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vii. An Empathic loop requires the child to perceive the robot as
responsive (again, contingent behaviours)
viii. Empathy can also be an illusion; misinterpretation of information at
hand
ix. Different behaviours carry different risks of misunderstanding:
1. E.g., the presentation of a sound as a tentative response to the
child appearing to be happy about her performance in a sub
task is associated with fewer risks than a strong verbal
statement of praise or reinforcement.
3.3.1 General issues relating to naive assumptions
Reinforcement is not empathy. Punishment is not empathy. Signalling supportive
emotions is not empathy. We reiterate at this point a few general insights that from the WoZ
as well as D3.1 that, ideally, should have already obtained the ring of truisms. However, they
are of such importance in the context of the further development of the EMOTE project that
they bear being repeated here. In consequence, the final implementation of the embodied
version of the robotic tutor will aim to go significantly beyond simplistic notions of
contextually-blind reinforcement schemata. At the same time, we recommend that the design
of the specific robot-behaviours, pedagogical strategies, and contingencies take particular
consideration of the fact that, to a certain extent, perceiving empathy from another entity
(e.g., a robot) may very well often be based on an illusion that is triggered by presented
information, i.e., mere appearance of contingent behaviour and empathy rather than actual
understanding of the child's states. Our technical partners can make use of this fact by trying
to integrate as many effective mechanisms as possible that help to foster and maintain this
illusion.
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3.3.2 Facial coding in computer science
One important technical factor that has the potential to cause confusion, and that has
already been mentioned in the above summary, concerns the relationship between the
CANDIDE model that is the basis for Microsoft’s Kinect, and FACS which is the generally
accepted basis for an objective taxonomy of movements of the facial muscles in the
psychological research community as well as emotion science more generally. The
CANDIDE model is a parameterized face model developed by Mikael Rydfalk in 1987 for
model-based coding of human faces. The basic units in CANDIDE are the Global and Local
Action Units6. Global AUs describe the rotation around three axes, and Local AUs are used
to represent facial movements. The term Action Unit Vector (AUV) refers to the
correspondent implementation of the Action Unit in the CANDIDE model. For example,
FACS (version 1) Action Units 42 (Slit), 43 (Eye Closed), 44 (Squint), and 45 (Blink) are
implemented together into Action Unit Vector 76 (more in Ahlberg, 2001, Appendix
C).Today, the CANDIDE model (version 3) is still in use despite the fact that more detailed,
complex and accurate, although computationally expensive, face models are available, for
low complexity animation (i.e., CANDIDE 3 is the face model unrelying Kinect I face
tracking technology).
One source of confusion around the CANDIDE facial model and its derivatives
(Kinect v1) stems from the fact that (one of) the basic units in the CANDIDE model is called
an “Action Movement” which has been shortened into “AU”, i.e., the exact same
abbreviation as for Action Units in FACS. However, there is no direct correspondence
between the two systems. Furthermore, AUs in Kinect v1 follow a different numbering rule
6

Here Action Unit has the same meaning that is has in Hjortsjö (1970), or Ekman and Friesen (1978)

7

AUs 42 and 44 are not part of the current version of the FACS
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than in the CANDIDE model. In consequence, Kinect I uses the CANDIDE 3 facial model
and its AUs, but does not use labels that are consistent with CANDIDE. Furthermore, the two
naming systems do not translate directly into the FACS taxonomy. That is, even if the
definitions of AUs in CANDIDE and FACS are related [insert table], there are still some
significant discrepancies. This is in part related to the fact that, at the time of the creation of
CANDIDE, the first version of FACS (Ekman & Friesen, 1978) was still in use - whereas the
current version of FACS, introduced about 10 years ago (Ekman, Friesen, & Hagar, 2003),
introduced certain change. Besides these historical differences, the differences in the labelling
of both systems have to do with differences in the anatomical approaches behind FACS and
CANDIDE; the CANDIDE model, in fact, is inspired by the FACS, but did not aim to
recreate it. For example, the facial action for the “Jaw Lowerer” in Kinect I is called AU 1,
and corresponds to CANDIDE’s AU26/27. However in the FACS, the jaw lowerer has been
decomposed into three distinct AUs, namely, AU 25 (lips part), AU26 (jaw drop), and AU27
(mouth stretch). However, the main point is that as a result of these differences, a mapping of
Kinect labels to theoretically well founded labels for expressions of discrete emotional states
such as those investigated by Ekman and colleagues (e.g., Ekman & Friesen, 1978) is much
less trivial than what might be expected upon reading the labels. In other words, in the
context of D3.3, this adds yet another layer of complexity when an attempt is made to
interpret Kinect output values as reflecting discrete emotional states such as the child feeling
“happy” or “angry”. An example of this is presented in figure 3.14 below. This example
shows 2 types of brow movements detected by the Kinect 2 "brow lowerer left" and "brow
lowerer right as recorded in one of the Kinect 1 vs. 2 comparisons at UoB. Here, while the
sensor is performing well under these conditions, a empting interpretation of the "brow
lowerer" would be to assume that this indeed reflects the "brow lowerer" that is defined as
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AU4 in FACS. However, as discussed above, the CANDIDE model works differently from
FACS and, in this case, rather detects a combination of brow raising (left side of the marked
interval) and the actual brow lowering (right side of the marked interval). In FACSterminoloy, this would be described by 3 separate AUs (AU1, AU2, AU4). Further, brow
lowering and brow raising would be associated with rather different emotional states.

Figure 3.14. Two types of brow movements detected by the Kinect 2 "brow lowerer left" and
"brow lowerer right as recorded in one of the Kinect 1 vs. 2 comparisons at UoB. The
CANDIDE model detects a combination of brow raising (left side of the marked interval) and
the actual brow lowering (right side of the marked interval). In FACS-terminoloy, this would
be described by 3 separate AUs (AU1, AU2, AU4).
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In summary, there are at least two major conceptual issues in play when interpreting
data from Kinect both of which derive from the “multi-to-multi” type of connections existing
between elements in the physiological domain (Tassinary & Cacioppo, 1990), such as the
appearance modification (overt facial expression), or the muscle activation (covert facial
expressions), and the elements belonging to the psychological field (e.g., internal states). I.e.,
as discussed in Section 2, the relationship between facial and physiological parameters and
affect is more complex and less deterministically determined than might be expected. In other
words, the relationship is a merely probabilistic one. The main risk here is to take the outputs
of facial, physiological, or behavioural measures at face value, expecting that these measures
will tell the system “the truth” about the child’s emotional state. However, because each of
these parameters is multiply determined, all judgements about another’s emotional state,
whether they are made by a dumb machine or a highly experienced empathic therapist at the
peak of her abilities, are necessarily always judgments about probabilities that the child may
be in a certain emotional state. In consequence, it would be very risky to rely too much upon
a simple technical mapping of these parameters to affective states. Instead, the system can
make educated guesses about the child’s emotional state - and it can use a tiered approach in
its affect-dependent behaviours as based on Kinect and other inputs to the affect module.
Below, we detail two more specific cases concerning the problem of multiple determination.
1. One physiological variation (e.g., the activation of the zygomaticus major)
maps onto multiple elements of the psychological field (e.g., other than
happiness, the facial expression of almost all the other positive affect also
relies on the activation of the zygomaticus major). In other words, the
activation of the zygomaticus alone is necessary but not sufficient for the
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recognition of a facial expression of Happiness8 (e.g., Gosselin, Kirouac, &
Doré, 1995; Kohler et al., 2004). In other words, the facial expression of
happiness must not be equated with the subjective feeling / experience of
happiness.
2. One element in the psychological domain maps into several elements of the
physiological domain. For example, we know that some eyebrows movements
(i.e., AU4 - Brow Lowerer) are necessary, but not sufficient alone, for a
prototypical display of various emotion-related expressions (e.,g., fear, anger,
sadness). Again, the eyebrow movement, while being generally more reliable
than many other indicators, must not be equated with certainty about the
child’s emotional state (e.g., negative valence). Depending on the situational
context, the child might, e.g., just be concentrating very hard on the task. Here,
additional knowledge about the state of the task and progress in the learner
model may help to disambiguate some of the different possibilities concerning
the mapping of the facial parameter to an emotional (or engagement-related)
state.
4. Guidelines and lessons learned
Defining guidelines for the behavioural analysis of learner-tutor interactions requires
consistent awareness and acknowledgement of technical and conceptual limitations,
particularly those listed above. Our aims for the behavioural analysis are tightly linked to the
concept of “empathy-based learning,” a construct that makes the EMOTE project unique.
Based on the aforementioned limitations, it is our belief that in order to address these issues

8

The same applies to facial expression production (or encoding; e.g., Ekman & Friesen, 1978)
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and meet the goals of the EMOTE project, it is imperative that: (1) the robot must be able to
respond contingently, (2) the robot has to use emotion-related parameters to improve its
decisions, and (3) the robot has to create a sense of emotional connectedness with the child.
While the system as a whole, of course, encompasses more than the physical robot, it is
additionally of importance that all of these points are associated with the robot as an
embodied entity rather than, e.g., with the touch table and its user interface.
(1) Responding contingently to the child requires the robot’s ability to attract and
maintain the student’s attention focused on the student’s responses. The robot should be able
to follow the student’s eye gaze and head gaze, mimic certain movements (e.g., pointing, arm
movements such as chin touching), and the use of sound emblems from the Bremen
Emotional Sounds Toolkit (BEST) to simulate brief or tentative responses (as in human to
human interaction). These contingent behaviours allow for the attraction of the students’
attention. Further, they can help to guide the child’s attention in the task, and help to maintain
engagement during particularly challenging moments. We further emphasize that the
implementation of relatively low-risk, tentative, types of response behaviours that are
facilitated by the use of the BEST and have the potential to fulfil this guiding function
without evoking some of the typical drawbacks caused by, e.g., the wrong choice of verbal
feedback. For example, we can safely assume that the system will still occasionally
misinterpret the child’s affective state in response to progress towards a learning goal, even
after all of these procedures have been carefully optimized. Here, we argue that the system’s
assessment of the contextualized affective state of the child should be qualified by a
probability that the classification is indeed correct. Then, based on such a probability, the
system can decide to either, e.g., run a response subroutine with the pedagogically widely
popular blanket of massive praise (e.g.,”Wow, Unbelieveable! You are doing great!”), or it
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could rather execute a somewhat more tentative response involving a pleasant sound from the
BEST. Here, a lesson we have learned from several repeated viewing of the WoZ videos, is
that many of the children eventually appeared to become rather non-response to intense
praise - in particular in situations where they may not have perceived it as matching their own
feelings. In other cases, this worked better - yet it is clear that there are situations in which a
slightly more ambiguous and quick feedback would have advantages. Thus, if in such
situations, the verbal feedback is replaced with a sound of the same valence that is somewhat
more ambiguous, it should be much easier for the child to maintain the illusion of perceiving
an accurately responsive robotic tutor.
(2) The use and reliability of emotional parameters is technically and conceptually
challenging. Unfortunately, assessing the child’s facial expressions alone may not be
sufficient for a reliable assessment and modelling of valence and arousal. The robot will
almost certainly need to use a combination of emotional indicators for each dimension in the
affective module to obtain a sufficiently reliable basis for the internal computation of the
likely emotional state of the child in the interaction. The use of facial responses, such as those
related to eyebrow movements and lip-pressing, can be particularly helpful to aid in assessing
an estimate for valence, as well as to define trajectories of changes in the trends of changes
along this dimension. Reliable smile recognition (OAKO, Kinect II) can further be a
predictor of the general social responsiveness of the children in the interaction. However,
smile intensity has been shown to have a curvilinear rather than linear relationship with
subjective valence. To make matters even more complicated, this association is further
weakened by the fact that smiling, at least in the lower face, is perhaps more frequently
associated with polite responses and the wish to appear friendly, than it is associated with a
positive feeling state as such.
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In order to be somewhat more specific, we might outline a few more detailed
suggestions concerning the integration and use of some of the facial and physiological
indicators recorded in the WoZ, and how these might be used in the remaining steps toward
an effective affect recognition system for the embodied tutor ( see D4.3). Thus, e.g., a certain
range of smile intensities can be integrated into a predictor for valence - but this input should
be given a lower weight in the model than, e.g., comparable input stemming from eyebrow
activation. Reliable eyebrow movements (Kinect II) can help predict the child’s emotional
state (concentration, frustration), confrontation of a learning obstacle and negative valence
that may arise from the interaction or activity. Other mouth movements that can be measured
reliably (e.g., lip pressing and tightening (AU 23, 24)) can be used as indicators of the child’s
task engagement and their concentration level. Likewise, skin conductance (EDA) can be
considered as is indicative of a rising versus falling of arousal over a certain time period, such
as a time window of approximately 5s, as measured by the onset of a stimulus or learning
task of interest. EDA, in conjunction with a composite score of other parameters (e.g.,
movement data of arms, head, eyes), can then further be compared to a baseline in order to
estimate increases and decreases in arousal. In such a way, a more meaningful and discretized
output may be extracted from an otherwise relatively nonspecific physiological parameter
such as EDA.
Taken together, these considerations render a clear understanding of the experimental
context, and the progress along the task, even more important. For example, assuming that
the various shortcomings discussed in Section 3.3 of this deliverable can be sufficiently
addressed, then it could, e.g., be ensured that lower-face smiling observed during the course
of the experiment would not have been elicited by the appearance of one of the experimenters
on the scene who has come in order to fix a technical issue. Further, as long as the task is
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sufficiently structured to allow a clear a-priori understanding of when there will be times of
more intense social interaction between the robot and the child (e.g., in scenario 1), there can
be sufficient grounds upon which more task-oriented intervals can be reliably identified. An
important tool for this task could further be the annotations for task engagement and social
engagement that were obtained within this WP for the first scenario. Therefore, when all of
these components are put together, a facial behaviour such as the smile may have additional
value for a mapping of input parameters into the affect-sensing module. However, this is
rather different from a hypothetical read-out type of marker that might be fed into the system
irrespective of contextual constraints. Since such markers do not exist, one of our main
conclusions is that the more control over and contextual knowledge there is concerning the
state of the social interaction with the child, the more informative value we will likely be able
to obtain from the type of dependent measures that were included in this WP’s assessment of
the WoZ.
We have to point out that our preliminary assessment of the comparison between
Kinect I and Kinect II strongly suggests that the primary system used for the recording of
facial activity should be updated to the more recent, more comprehensive, and more reliable
version, that is to Kinect II. Unfortunately, this limits the direct transfer potential of the
findings obtained in the D3.3 behavioural analysis of the WoZ for the purposes of training the
final versions of the autonomous robot in both scenarios in D4.3. I.e., while we can make a
substantial list of suggestions concerning the improvement of the data collection,
experimental procedures, and mapping of indicators into the core valence and arousal affectsensing module, we cannot as of yet empirically define any clear boundary values that could
be used for the purposes of creating a limited number of discrete emotional states in the
dimensional model (cf. D2.2, Section 5.2). In consequence, some of our recommendations
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and lessons learned presently have to remain at a slightly more abstract level than what might
be desirable by our technical partners, and for the purposes of D4.3. These details will still
have to be defined in collaboration with our partners leading to the final version of the
autonomous systems for both scenarios.
(3) Finally, it is clear that the creation of emotional connectedness with the child is
imperative for the type of empathy-based learning that is at the core definition of the EMOTE
project. Empathic responses to the child will have to be clearly contingent upon the ongoing
assessment of the child’s emotional state and her / his expressive behaviour. Some of the
more implicit pedagogical and empathic tactics employed by the system should further
include mimicking the child’s emotional state, or making reference to it (positive and
negative; verbally and nonverbally). Most importantly, the autonomous embodied tutor will
have to succeed in producing a sufficient set of affect-contingent behaviours towards the
child and the learning task in order to create a stable and convincing illusion of empathy. This
“illusion” of empathy might be as important as the learner model and refinement of
pedagogical strategies. I.e., since the robot will not be able to truly be empathic in the fully
human sense that involves also the presence of a certain type of feeling state on the side of
the person who is empathic - it will be even more important that the children perceive the
robot to be responsive to their feelings and needs, even if they might not be consciously
aware of this connection. We therefore again refer to our previous work, detailed in D3.1
relating to the conceptual foundations of empathy and socio-emotional bonding in learning. It
is this bond that is the theoretical foundation of our approach in the EMOTE project to clearly
link the affective perception module to the output modules including the pedagogical
strategies that will allow the EMOTE system to go beyond emotionally-blind reward systems.
At the same time, it is of course clear that there still continues to be an important place for the
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use of encouragement and supportive utterances in the robot-child interactions. However,
wherever possible, we recommend that these types of encouraging statements should be
linked to, and modulated by, inputs coming from the perception module in addition to the
learner model as such. This strategy will use encouragement and supportive statements
contingently to the child’s emotional state. Finally, at appropriate moments in the interaction,
additional utterances can be implemented that aim to emphasize the robot’s ability to take the
child’s perspective. Such a strategy can have a facilitative function, as long as it is wellintegrated into the overall architecture driving the empathic robot behaviour. The use and
recognition of the child’s emotional responses is critically important to the creation of a
social emotional bond between child and robot.
Starting from our initial behavioural analysis of the WOZ, we have come to
appreciate the importance of a reliable assessment of valence (primarily from facial activity:
brow, lips, smile) and arousal (primarily from EDA, body activity, and lip press) in order to
map and respond more contingently to the child’s emotional state and experiences in the both
learning scenarios. Working through the primary issues of detection problems, movement
artifacts, response timing, and social context/empathic responses, we are now cautiously
optimistic that a successful development and implementation of a socio-emotional connection
between robot and child will be possible in the final version of the autonomous embodied
tutoring scenarios. While this is presently still an empirical question, we hypothesize that
such a successful implementation along these guidelines concerning the definition of relevant
data and assessment strategies can enhance both the learning experience as well as,
ultimately, also the objectively measurable learning outcomes.
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