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1 Introduction
The main focus of Work Package (WP) 4 is the development of a computational framework for
the robotic tutor’s perception of the learner and learner models that integrates behavioural
and contextual information. More specifically, this Work Package aims to design, develop and
evaluate a system for recognising the learner affect automatically with input from WP2 and
WP3 for the modelling of the learners’ progress and affect-related states that emerge during
the learning process and interaction with the robotic tutor.

Task 4.2 focuses on the establishment of the foundations for the tutor’s perception of the
learner. In order to build a sophisticated learner model and a system for automatic affect
recognition, it is required to identify suitable behavioural and contextual indicators that provide
information on how the learner is feeling with the learning task. Furthermore, indicators of the
learner’s progress measured through the learner’s actions on the learning platform are
required.
In summary, the objectives of Task 4.2 are:




Identification of indicators conveying successful information for learner affect prediction
performed in Task 4.3
Design and implementation of behavioural and contextual indicators for learner affect
prediction
Design and implementation of indicators of the learning progress based on the learner’s
abilities and difficulties measured through the learner’s actions on the learning platform

This report presents the results of Task 4.2, describing the development of a perception module
capable of recognising students’ behavioural features such as facial action units, position, gaze
direction, etc., and analysing features from other modalities (e.g. physiological data).
Additionally, it describes initial data analysis of the WoZ study reported in the D4.1 and a first
design proposal of indicators (behavioural and contextual) for learner affect prediction.
Furthermore, it analyses the design and implementation of indicators of the learning progress
based on the learner’s abilities and difficulties measured through the learner’s actions on the
learning platform. The current version of the learner model includes a representation of the
student in the system, particularly in terms of learner competencies relating to the scenario
(i.e., map reading skills such as distance, compass direction, and map symbol), history of
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questions (e.g., results and time taken to complete exercise), and history of usage of
tools/hints.
The report is organised as follows. Sections 2 and 3 discuss the development of the Perception
module including the sensors and hardware used to perceive external stimuli. Section 4
describes the data analysis of the WoZ study in regards to identifying suitable indicators for
learner affect prediction. Section 5 discusses the design and development of the learner model
including the indicators of the learning progress. Finally, Section 6 closes with the conclusions
and future work in relation to Task 4.3.

2 Tutor’s perception: sensors
In order to build an autonomous artificial tutor, the system should be capable of perceiving and
understanding the surrounding environment by utilising a number of sensors. External stimuli
can be perceived and analysed through a variety of sensors that transform the signal into a
digital representation readable from the system. Since the system will involve young
participants some considerations had to be made in terms of hardware selection as their
characteristics are different than those of adult users. That is mainly true when comparing the
height of the users as the sensors need to acquire the whole upper body of the participant.
Additionally, based on the analysis of the WoZ study performed earlier this year (reported in
D4.1), we identified that children behaved and gazed differently than adults from our pilot
studies (also reported in D4.1). In the EMOTE project we evaluated a number of sensors for the
perception of user behaviours (see Deliverable 4.1) in order to find the most efficient in school
environments without complicating the overall architecture or compromising the performance
of the system for real-time operations.
The perception system consists of a main module that handles, synchronises and calculates
incoming information from the sensors such as the Kinect1, Q sensor2 and OKAO3 camera
module. The camera module uses the OKAO libraries in order to extract real-time facial
characteristics such as expression estimation and smile estimation, head position and rotation,
eye gaze information and blink estimation. This information is being transmitted in real-time
back to the perception module which in turn saves or uses the timeframes. The web camera is
located under the robot and focuses on the participant’s face. The Kinect module uses the
Microsoft Kinect sensor in real-time to extract head gaze information, depth and facial action
units. Finally, the Q Sensor module handles the serial communication between the device and
1

Microsoft Kinect Sensor for Windows, www.microsoft.com/en-us/kinectforwindows
Affectiva Q Sensor, www.affdex.com
3
OKAO Vision SDK, www.omron.com/r_d/coretech/vision/okao.html
2
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the computer and transmits the electro-dermal activity and temperature back to the
perception module. Figure 1 shows a high level graph of the Perception architecture.

Figure 1: Perception module architecture

2.1 Hardware selection: Kinect1 vs Kinect2
During the second year of the project, Microsoft released a new version of the Kinect sensor
with higher quality readings and more reliable data. Additionally, the sensor includes a wide
angle camera lens in order to retrieve images from close distance. Since the perception of the
robotic tutor relies heavily on the data from the Kinect sensor, the new sensor has been
integrated in the Perception module to provide higher quality of data along with additional
information. The table below shows the information each sensor provides to the Perception
module.
Kinect v1
browRaiser
browLower
lipStretch
lipCorner
upperLip
jawLowerer
Head rotation X,Y
Head location X,Y,Z
Overall depth
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Kinect v2
rightEyeClosed
rightEyebrowLowerer
LowerLipDepressorRight
RightCheekPuff
LowerLipDepressorLeft
LipStretcherRight
LipStretcherLeft
LipPucker
LipCornerPullerRight
LipCornerPullerLeft
LipCornerDepressorRight
LipCornerDepressorLeft
LeftEyeClosed
LeftEyeBrowLowerer
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LeftCheekPuff
JawSideRight
JawOpen
leanBodyPositionX,Y
Head location X,Y, Z
Head rotation X,Y,Z

Table 1: Kinect1 vs Kinect2

In addition to the above, the second generation of the sensor offers a significantly higher
sampling rate which will advance the perceptive capabilities of the module. However, these
changes affected the bandwidth of the sensor which now requires a USB3.0 controller.
Additionally, the sensor requires a powerful GPU card that supports directX 11 and runs only on
computers with Windows 8.0 64 bit and above.

2.2 Kinect reliability
In order to identify the benefits of the Kinect 2, we decided to evaluate the sensor in a small
scale study with two participants following a script of actions provided by JacobsUni as detailed
in table 2 below. These actions were designed to cover a broad range of elicitors to trigger
recording for the Kinect. i.e., while these data could be further analysed according to
segmented time windows, our main aim was to establish a fair comparison for the overall
amount of time for which the system would pick up legitimate data without losing tracking or
resorting to replacement of missing values.

Facial actions

Head and eye
movements

Mouth-Hand
movements

Other actions

Eyebrows
raised

Head-turn left

Touch chin with
index finger

Lean forward

Eyebrows pulled
together

Head-turn right

Chin resting on
hand

Lean backward

Closed smile

Head-up

Bite finger in
mouth

Point at left side of
table

Large open
smile

Head-down

Hand covering
mouth

Point at right side of
table

Lip corners
pulled down

Eyes left

Point at robot

Lip press

Eyes right

Say a short sentence

Lip pucker

Eyes up

Scrunch nose (for
disgust expression)

Lips pulled left

Eyes down
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Lips pulled right

Eyes wide open

Lip bite
Mouth open
wide

Table 2: Description.

An exploratory analysis was performed on the Kinect data on the basis of a systematic set of
facial movements provided by JacobsUni (see also D3.3). Sensor analysis in the WoZ study
revealed that Kinect 1 appears to have issues with temporary connectivity loss that, under most
other circumstances, will be hidden to the user. While for use in the consumer market, such
artifacts may often remain unnoticed, they are likely to have deleterious effects for applied
research purposes. As Figure 2 illustrates, these types of temporary dropouts typically appear
to take place across multiple Kinect channels, although they can also occur more briefly for
individual data channels. Furthermore, since the system is retaining the last known good value,
such intervals are not automatically coded as missing data, which renders a real-time exclusion
of this type of artefactual intervals non-trivial.

Figure 2: Example interval of defective Kinect I data channels for participant 31 in the WoZ. The Kinect
system appears to continue to work with the last known good value until tracking is re-established.
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For this purpose, the relative differences in the levels of precision between Kinect 1 and Kinect
2 were removed by rounding the more precise Kinect 2 values down to the level of precision
recorded by Kinect 1. The results of this comparison are illustrated in figure 3 below.

Figure 3. Participant 1. Preliminary comparison of data quality across the range of facial and other actions
specified in table 2. The left panel shows the results for participant 1 interacting with Kinect I. The right
panel shows the respective results at the same level of resolution for Kinect II.

Figure 4. Participant 2. Preliminary comparison of data quality across the range of facial and other actions
specified in table 2. The left panel shows the results for participant 1 interacting with Kinect I. The right
panel shows the respective results at the same level of resolution for Kinect II.
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Overall, while not all of the actions recorded by both systems are strictly directly comparable, it
is evident that Kinect 2 performed significantly more robustly in this case study - without the
tendency of Kinect 1 to produce a significant percentage of repeated unchanging values for
multiples channels even under these rather controlled conditions. Therefore, while it is possible
that some of the differences observed in this case study comparison may have been due to an
artificially inflated degree of precision in Kinect 2, the differences at the raw level of multiple
synchronized data channels appear to be rather striking. In this sense, Kinect 2 appears to be
performing substantially better at this basic level of providing continuous legitimate data across
a broad list of movements, facial actions, and pointing. This view appears to be further
supported by a recent study involving Kinect 2 (Stocchi, 2014) in which Kinect 1 has been shown
to be less reliable than expected, and rather inaccurate regarding facial expression recognition.
In particular, performance of Kinect I appears to be substantially reduced by head movements
and partial obstruction of the view of the face. However, at the same time, it has to be noted
that the lack of official documentation (e.g., Action Units definition) for Kinect 2 presently still
limits possibilities for any further in-depth analyses in direct comparison to Kinect 1. Therefore,
while the data from the WoZ as well as the case study reported in this section suggest a
significantly increased robustness of Kinect 2 in comparison to Kinect 1, there still remains a
need for caution in interpreting these results. This said, it appears rather evident that Kinect 2
outperforms its predecessor in terms of the number of movements and actions it can
differentiate, its resolution, and perhaps most importantly, its apparent reliability at the level of
the raw data provided.

2.3 Sensors and Table specifications
After two studies with both adults and children as participants (Pilot and WoZ study, see
deliverable 4.1), we finalised the table stand design and the optimal position of the sensors.
Figure 5 shows a representation of the final system setup with the sensors and robot located on
top of the table stand. Dimensions and plans of the table and robot stand can be found in the
Appendix section.
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Figure 5: Table stand and sensors setup
In this version of table stand, we lowered the table legs from 85cm to 75cm in order to allow
shorter and generally younger participants to reach the far end of the 55” monitor.
Additionally, the robot stand has been altered to accommodate the new Kinect sensor as the
infrared light from the Kinect sensor was affecting the touch operation of the monitor. The new
robot stand offers a higher mounting point for the OKAO camera in order to fully capture the
user’s face in an optimal angle. Both the Kinect sensor and the OKAO camera should be
positioned exactly at the centre point of the table as the gaze detection has been trained using
these specifications.

3 Perception module
The core module of the robotic tutor’s affect recognition is the Perception module that handles
all the communication and calculations from the sensors. The Perception module is based on
Thalamus architecture and on the client-server model for external modules. The current version
of Perception (Figure 6) has embedded modules of the second generation of Kinect sensor
along with two Q sensor modules. Additionally, it supports a number of external modules
through communication pipes such as multiple cameras for simultaneous recording, the OKAO
module and the older version of the Kinect sensor for computers without a USB3 port.
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Figure 6: Perception module interface

The Perception module interface has controls to allow the researcher to select the active
scenario (1 or 2 users), the enabled sensors and generally monitor the sensor readings in real
time. Additionally, it allows the user to activate the server mode which enables the connections
from external modules.

3.1 Perception Architecture
The Perception module retrieves data from multiple sensors and analyses them in real time in
order to detect user’s actions (Figure 7). The new Kinect and Q Sensor modules have been
embedded inside the Perception module in order to reduce the number of external messages
and the chance of dropping any data. The Perception module logs all the incoming data in a
synchronised manner (synchronised with a Thalamus message) and stores them at a specific
sampling rate set from the interface.
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Figure 7: Perception module architecture

This core module is dependant of several external and internal modules that provide a number
of functionalities to the tutor which are listed below:
Kinect1 module (external module):
The first generation of Kinect sensor provides the Perception module with numerous
information such as the position of the user, their head rotation, the proximity to the sensor,
and finally six facial action units. This module is optional in case Kinect 2 is not available.
OKAO module (external module):
The OKAO module works in real time and analyses images from the frontal web camera and
passes the information to the Perception module. The extracted information relates to the
position of the user(s) in relation to the camera, their head rotation, eye gaze information,
facial expressions and smile estimation.
Video capture module (external module):
This external module can run in multiple instances to cover a number of web cameras attached
to the computer providing a better perspective of the user and their interaction. This module
only receives the start signal from the Perception module along with the participant number
and starts recording the videos.
Kinect2 module:
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The new generation of Kinect sensor is embedded into the Perception module in order to
minimize the number of messages transmitted through pipes. This sensor offers the same
amount of information as Kinect 1 but in much higher sampling rate and resolution.
Additionally, it offers more and distinct facial action units as Table 1 describes.
Q Sensor module:
The Q Sensor module provides some physiological information derived from the skin of the
users such as skin temperature, skin conductance and accelerometer readings translated into X,
Y and Z axis. This module has been embedded in the Perception module as well to reduce the
number of messages and improve the reliability of high sampling rate.
The current implementation of the Perception module supports four different detection
algorithms as seen in Figure 7 namely, Mutual gaze detection, screen pointing, touch chin and
gaze detection. The mutual gaze detection uses information from the Kinect sensor and
evaluates whether the users gaze at each other based on their head rotation. The screen
pointing detection retrieves body angle data from the Kinect sensor such as coordinates of the
hand tip (left or right hand) and evaluates them to detect if they are above the screen area and
calculates their coordinates. For scenario 2, where two users are active in front of the screen, it
captures both users’ hand coordinates and evaluates whether they perform mutual pointing at
the screen. The touch chin detection receives information from the Kinect sensor and more
specifically the hand tip and chin coordinates and calculates whether the user(s) is touching the
chin. Finally, gaze detection utilises incoming data from both the Kinect sensor and the OKAO
module in order to estimate users’ gaze (see next section). The output of these algorithms
triggers a number of Thalamus messages in order to inform the rest of the connected modules.

3.2 Gaze detection
The gaze detector is the most important part of the Perception module as gazing at specific
points can help distinguish the engagement between the robot and the user or the task and the
user. Additionally, it informs the system about the user’s focus during the task. Detecting user
gaze in real time is a challenging task and requires multiple channels of information from the
user’s face with a minimum amount of noise possible. Gazing can be measured in different
ways such as eye gazing and face direction. The face direction is the easiest one to predict as
the only information that is required is the head tilt and rotation. This information comes
mainly without signal noise and the system can calculate user’s gaze using predefined rules or a
simple neural network. However, video analysis of the WoZ data revealed that children gaze
completely different than adults (i.e. children tend to use their eyes instead of rotating their
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head for gaze) and the face direction alone cannot be used as a successful predictor for gaze.
Therefore, eye gaze information has to be included for a complete gaze prediction.
The current implementation of the Perception module relies on information from both the
Kinect sensor (either version 1 or 2) and the OKAO module. Most of the time where both
sensors are available the Perception module will only use the information from the OKAO
module as it offers both head and eye direction. In case the OKAO module is missing, the
system will utilise the head information from the Kinect sensor and provide a gaze estimation
based on head direction.
In order to provide an accurate prediction of gaze, two neural networks will be trained using
children, one that relies on Kinect information and one on OKAO. The first version of the system
will use a simple training method with participants that elicits all the combinations of gaze
including those found in extreme conditions such as facing right (head rotated right) but gazing
left (eye gaze left). The participants will follow instructions on where and when to gaze while a
video camera records their actions. The videos will later get annotated with four different
labels, gaze at the robot, gaze elsewhere, gaze at left part of the screen and gaze at the right
part of the screen. The annotated gaze will feed into a neural network trainer that uses either 6
or 3 inputs depending on the sensor used (6 for OKAO and 3 for Kinect). The trained networks
will later be embedded into the perception module in order to recognise user’s gaze depending
on which sensor was activated.

4 Learner-Orientated Affective States
For the EMOTE robotic tutor to be truly empathic, it must sense how the learner feels and as a
consequence of that knowledge, adapt the way it teaches. This form of adaptation requires
information of the learner’s affective state and learning process.
In terms of the affective state of the learner, a recent analysis of the pedagogical actions
performed by a teaching expert who acted as the wizard in our WoZ study, was undertaken as
part of the work relating to WP2. The outcome of this analysis included a comprehensive list of
learner-orientated affective states which were actively perceived by the wizard and which
directly influenced the pedagogical actions taken by the wizard. There are various different
approaches to modelling human emotions. However, by adopting a dimensional approach, we
have found that the majority of these states can be directly mapped onto the 2D valence and
arousal space (Russell, 1980), more specifically, these states, which include Positive/Happy,
Focussed, Distressed/Stressed and Boredom, can be covered by two dimensions: valence and
arousal. Other affective states, which were also deemed to be of interest, but require a far
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higher resolution in order to be successfully mapped, include disengagement, confusion and
uncertainty.
Valence refers to how positive or negative an emotion is, ranging from unpleasant feelings to
pleasant feelings of happiness. Arousal refers to how excited or apathetic the emotion is,
ranging from sleepiness to frantic excitement (Nicolaou, 2011). Mapping states with these two
dimensions has the potential to successfully convey enough information to allow pedagogical
adaption based on the learner's affective state. Therefore, the very fact that these two
dimensions can be used to infer such rich information about the learner promotes valence and
arousal as two of the primary affect-related measures that we are interested in modelling as
part of WP4.
Another important measure that is of interest to our work is engagement, however,
engagement is a complex phenomenon, a construct which consists of both cognitive (attention,
concentration) and affective components (enjoyment), and without further specification for an
almost infinite number of discrete cases, the engagement concept may be too broad to handle
as a whole. Therefore, we are currently exploring a novel method of decomposing the
engagement concept and to instead consider the behavioural indicators of engagement
individually (i.e., for the cognitive and affective components), which takes into account that
these components will often point in different directions during an interaction. Attention,
which is the primary cognitive component of engagement requires that we have a means to
predict the target of any cognitive focus (i.e., through gaze and head orientation), however, the
affective component (i.e., enjoyment) will already be encapsulated within the valence
dimension. Therefore, this proposed decomposition, is the most logical approach, which will
inevitably help to reduce any further complexity.
The fusion of contextual indictors, such as task and event related information, along with the
cognitive and affective information will allow us to assess what it is that the learner is actually
engaged with during the interaction. For example, "social engagement" i.e., the degree to
which the child appears to be following and interacting with the robot, and "task engagement"
i.e., the degree to which the child is engaged with the materials on the touch table.
With this in mind, and in order to identify what the behavioural and contextual indictors
required for detecting valence, arousal and engagement are, we first need to compute the
ground truth, a continuous measure which encapsulates the objective criteria (e.g. a ground
truth for each of the individual measures of attention, valence and arousal) for each of the
participants. This process involves the full annotation of all video material recorded during the
WoZ study.
Grant Agreement # 317923
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4.1 Continuously Annotating for the Primary States
The simplest method of annotating video material is to use relative ratings and discrete
segments of video media. However, in this work we require data in a far higher resolution,
giving us the flexibility to use the final computed 'ground truth' for various different purposes
(i.e., statistical analysis and training machine learning algorithms). Therefore, it was specified in
advance, that the result of these annotations would be a continuous measure, logged
throughout the duration of each interaction, for each of the aforementioned objective criteria
i.e., task and social attention, valence and arousal.
Off-the-shelf software could not provide us with the flexibility we needed to perform the
annotations, nor could it deal with the type of input modality which we had in mind, so we
opted to develop a bespoke application (see Figure 8) which we have named 'CA' (for
Continuous Annotation). CA has been purposely designed to facilitate all of our requirements,
such as synchronously displaying three different views of the interaction i.e., frontal, lateral and
top-down, and providing a simple visual representation of the rating intensity (in real-time) on a
vertical slider bar, which transitioned from green at the very top to represent a positive or high
intensity, orange in the centre to represent a neutral intensity and red at the bottom to
represent an extremely low intensity. The ratings were automatically logged with two decimal
point precision, with maximum and minimum extremes of 1 and -1 respectively. CA also allows
annotators to pause, restart and amend ratings (for the previous several seconds) at any point
in the process, which is useful for fixing any accidental or incorrect input, further ensuring that
the outputted signals were an accurate representation of the objective criteria.

Figure 8 - Screenshot of the CA: Continuous Annotation Software: Developed for producing continuous ratings.
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Another incentive for creating a bespoke application was the flexibility for testing various input
modalities. We wanted to explore the use of a game-pad, or more specifically the thumb stick
of a game-pad. Releasing the thumb stick returns the intensity of the rating back to neutral
extremely quickly, whereas a mouse or keyboard would cause periods of uncertainty in the
outputted signal, due to the fact that the active effort and time required to return the slider
back to neutral would be recorded within the signal, furthermore these later modalities are
unable to offer the same fine grained resolution. We found that the thumb-stick was also quite
comfortable during the long periods of time in which the annotators were required to watch
each recording.
4.1.1 Annotators
For each of the primary objective criteria we used three annotators. For the attentionorientated annotations, the annotators were: 1) an experienced teaching expert who could look
at attention from a teacher-student perspective, 2) a physiologist who could look at attention
from a behavioural aspect, and 3) a researcher in the area of engagement who could provide an
alternative view of attention for engagement. For the valence and arousal annotations we
commissioned three psychology students who were more experienced in dealing with those
particular dimensions of emotion.
4.1.2 Reaching Annotator Agreement
The issue of reaching agreement was perceived to be absolutely paramount from the very
beginning of the annotation process. Our comprehensive methodology was established in
advance in order to ensure that a high quality signal would be produced by each annotator. A
three-step design was adopted, starting with a general discussion of the overall objective
criteria in an attempt to pre-emptively list potential indicators. For example, for social attention
annotators agreed on a set of observable behaviours which could be annotated reasonably
accurately, such as the child being distracted by something, fidgeting, touching their face,
appearing to be tired, being un-focused, frowning, lip-biting, leaning forward, talking to the
robot and avoiding or making direct eye-contact with the robot.
The second stage of the agreement process involved each annotator watching an entire
interaction from start to finish, in order to familiarize themselves with how the child typically
behaved. Following this, they then watched the same interaction again whilst recording a voiceover account of their interpretation of the child's observable behaviour; this was performed in
isolation from other annotators, for the same randomly selected participant. Here, each
annotator had the opportunity to independently voice their opinions and/or concerns of the
observable behaviours and the presence of potential indicators. Following this, voice-overs
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were shared amongst all other annotators, promoting openness and helping to form a practical
discussion to pin point any inaccuracies in the proposed objective criteria. Mutual agreement
was reached on the majority of observable behaviours.
In the third and final stage, each annotator was required to output a single continuous rating
for the same randomly selected participant using the aforementioned CA software. This stage
would help to ensure annotators understood how the software worked, the method of input
and also allowed us to visualise the outputted signals in a side-by-side analysis to discover any
significant difference in style or lag, relating to annotator response time. Obviously, there were
differences between the signals, but an acceptable level of response time (less than 1 second)
and style was achieved.
Annotations for each criterion were spaced evenly over one week. The entire process, however,
spanned a period of one month, with regular contact. The output of this work is three
continuous signals for each of the five objective criteria, i.e., overall, social and task
attention/concentration, valence and arousal.

4.2 Computation of the Ground Truth
Computing the ground truth is an essential process, involving the aggregation of multiple
signals, from the annotations, in one single signal, which represents the final measure of a
particular criterion for each participant (for an example, see Figure 9). Producing this ground
truth can be a relatively straightforward process if working with discrete labels, but the very
nature of our continuous ratings rendered many existing methodologies as impractical
(Metallinou, 2013). In fact, many researchers will choose to ignore the concept of agreement in
favour of simpler methods, such as using the mean from several ratings, or alternatively opting
to manually assess the ratings (Nicolaou, 2010). We wanted to ensure that we were not
introducing biases or losing information, so we opted to explore other suitable methods.
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Figure 9 -Segment showing the continuous measure of social attention from three annotators (blue) with the final computed
'ground truth' (red)

From a literature review, we uncovered two potential methods for computing the ground truth
based on annotator agreement, the first method focused on a correlative threshold of 0.45,
meaning that annotator pairs with smaller correlative coefficients than 0.45 are not included in
the computation of the ground truth. In contrast to this method, we consider it to be of the
upmost importance that the ratings from all annotators are included when computing the
ground truth, even those who are in disagreement with the others. This provides a more
realistic ground truth, which takes into account the different backgrounds and perspectives of
the annotators. Therefore, we adopted the alternative method of using weighted correlation,
similar to the work by Nicolaou et al (2010), which we further extended to work with our
interaction length non-segmented continuous signals. Here, ratings from all annotators are
considered in the computation with the condition that the most highly correlated annotator
pairs are given more weight than disagreeing annotators. In Table 3, we provide an estimate of
inter-rater reliability, in terms of intraclass correlation (ICC), more specifically, we have used ICC
(2,3), which denotes the ICC values are calculated for each interaction using Case 2 from Shrout
and Fleiss (1979) and involves the same three annotators for each case.
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Interaction
ID

ICC(2,3)

1
2
3
4
5
6
7

0.541
0.608
0.771
0.793
0.799
0.847
0.618

EMOTE Month 24 Deliverable

19

8
0.672
9
0.553
10
0.844
11
0.784
12
0.685
13
0.7
14
0.764
15
0.652
16
0.728
17
0.719
18
0.676
19
0.803
20
0.797
Table 3 - Table showing an estimate of inter-rater reliability for each interaction, in terms of intraclass correlation (ICC).

4.3 Behavioural Indicators
Cognitive aspects of engagement (Attention/concentration)
By accepted definitions in the field of human-robot interaction (HRI), engagement consists
broadly of attention, concentration and enjoyment (Csikszentmihalyi 1991, Shernoff, 2003).
Therefore, in addition to considering affect, we also need to consider the behavioural indicators
of these cognitive aspects i.e., attention and concentration.
Attention is often characterised as an on/off activity, and concentration, in respect to social
sciences, is the ability to pay selective attention to one thing in particular, while ignoring others.
For example, a child paying attention to a particular activity or object for a significant amount of
time is concentrating. In our work, it is this form of selective attention (relating to
concentration) that we are interested in, and in going forward we will now refer to this as just
attention.
We expected to find that an obvious behavioural indicator would be gaze direction, and this

hypothesis has now been indicated empirically for both social and task related attention (See
Table 4). Table 4 shows the results of Point Biserial correlative analysis between the ground
truth for social attention (interval scale) as coded and a pre-processed dichotomous nominal
scale relating to robot gaze, the two levels are 0 (if the learner was not looking at the robot)
and 1 (if the learner is looking at the robot). The result of the analysis shows that, on average,
gazing at the robot moderately correlates with social attention (average Rpb = 0.47).

Interaction
ID
1
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Correlation
Coefficient
Rpb =
0.49

Correlation SIG
at the 0.01 level
(2-tailed).
p < .001
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N
No of
Instances

3234

20

2
0.41
p < .001
4124
3
0.40
p < .001
1822
4
0.55
p < .001
1650
5
0.59
p < .001
2744
6
0.64
p < .001
2184
7
0.45
p < .001
1954
8
0.47
p < .001
2086
9
0.62
p < .001
2258
10
0.38
p < .001
1826
11
0.57
p < .001
2290
12
0.25
p < .001
2028
13
0.40
p < .001
2258
14
0.41
p < .001
2160
15
0.45
p < .001
2024
16
0.42
p < .001
2362
17
0.39
p < .001
2214
18
0.45
p < .001
1874
19
0.56
p < .001
1566
20
0.51
p < .001
1586
Table 4: Results of a Point Biserial Correlation analysis between social attention as coded and gazing at the robot.

Similarly, Table 5 shows the results of the Point Biserial correlative analysis between the ground
truth for task-related attention (interval scale) and a pre-processed dichotomous nominal scale
relating to task directed gaze, the two levels are 0 (if the learner is not looking at the task) and 1
(if the learner is looking at the task). The results of the analysis show that, on average, gazing at
the activity moderately correlates with task-related attention (average Rpb = 0.41).

Interaction
ID
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
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Correlation
Coefficient
Rpb =
0.27
0.31
0.23
0.48
0.55
0.48
0.39
0.28
0.58
0.48
0.53
0.39
0.43
0.40
0.42
0.36
0.37
0.44
0.45

Correlation SIG
at the 0.01 level
(2-tailed).
p < .001
p < .001
p < .001
p < .001
p < .001
p < .001
p < .001
p < .001
p < .001
p < .001
p < .001
p < .001
p < .001
p < .001
p < .001
p < .001
p < .001
p < .001
p < .001
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N
3234
4124
1822
1650
2744
2184
1954
2086
2258
1826
2290
2028
2258
2160
2024
2362
2214
1874
1566
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20
0.41
p < .001
1586
Table 5 - Results of a Point Biserial Correlation analysis between task-related attention and gazing at the task.

Affect
Valence
For valence, we have identified eyebrow activity (reverse sign) in combination with smiling as
potential indicators. This involves weighing eyebrow activity higher than smiling, and to add a
moderately negative weight for lip-pressing and lip-tightening. Reliable eyebrow movements
can also be a predictor for concentration, obstacles and negative valence. Smile is a weak
predictor of positive valence, but can be effective for short-term social responsiveness. Reliable
mouth movements, such as lip pressing and tightening can also be associated with task-related
engagement and concentration.
Arousal
For arousal, we are currently testing several methods, such as estimating trends using the mean
Electrodermal Activity (EDA) value from the previous five seconds of the interaction (corrected
for movement artefacts), and decomposing the EDA signal to assess changes in tonic trending
and short bursts of phasic activity which follow social and other interactive stimuli. Reliable EDA
can be a predictor of rising and falling arousal during windows of at least five seconds, and the
onset of phasic activity can also occur in a 2-4 second window following stimulating activity.
Trends would be further adjusted by additional behavioural information, such as eye gaze, head
orientation, and movement within the interactive space.

4.4 Contextual Indicators
In the EMOTE system, the affect module subscribes to contextual information which is
published directly from the learner model, that is to say, the arrival of any new information
which relates to the learner's progress and skill competencies is automatically fed into the
affect module. In return, the affect module processes this information and then publishes a
message which contains the up-to-date affect related states i.e., valence, arousal and
engagement. The type of contextual information we are working with in this particular situation
involves: 1) whether or not the learner's most recent attempt in the activity was correct, 2)
what, if any, part of the attempt was correct, and 3) how good they usually are at these
particular skills. It is then based on this information that we attempt to ascertain if a change in
their affective state is being caused by something which is happening within the activity. For
example, perhaps they have made several incorrect attempts and have started to become
disengaged, or they have recently overcome a particular challenge and have become more
motivated to continue.
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In another situation involving the usage of implicit probes, the probe is manually embedded
into a specific moment during the interaction. Here, the design of a probe causes the learner to
respond in a certain way and it is that response which is then used to fortify the system's
confidence that a learner is in a particular state. For example, if the robot is unsure of the
learner’s engagement state because confidence levels are low and social interaction hasn't
occurred recently enough to make any inferences, then the robot can trigger a probe by
attempting to socially engage the learner in a one-to-one interaction (i.e., not involving any task
related component). If the learner stops what they are doing and responds to the robot's
attempt, then we can increase the value associated with social engagement and also increase
the confidence. Other metrics relating to immediacy, responsiveness and whether or not the
learner maintains their attention to the social interaction will further affect those values.

4.5 Availability of Affective Information
The output of the affect module will supply the EMOTE system with learner-orientated affectrelated information throughout the interaction. Data recorded from the sensors (Perception
module) will be fed into a computational model and the output will be discretized to a
high/low, positive and negative measure for each, i.e., task and social attention, valence and
arousal.
4.5.1 Engagement Probes
In addition to the information that is made available continuously throughout the interaction, a
series of probes will be used to provide us with a few highly standardized moments during the
interaction where we develop a clearer hypothesis of what the engagement is about, and the
level of intensity with different parts of the system.
A probe is non-intrusive, pervasive and embedded method of collecting informative data from
different stages of an interaction. They are pervasive in the fact they can execute at both
predefined stages and ad-hoc during the interaction, without the user being aware that they
are being probed for information which will inform the system of their current state, minimising
unnecessary disruption to the natural interactive flow. The feedback we gain from these probes
is both informative and grounded in context. The ability to collect event-driven temporallyspecific feedback directly from the user without interrupting the interaction is essential for
gaining a 'true' measure. For engagement, collecting data discretely in this way means we can
gather reliable context-specific data from within the interaction itself, allowing us to
concentrate efforts within short windows of time when noteworthy events actually take place.
Overall, this is an important concept, allowing us to specify which element of the system the
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participants are mostly engaged with. This is an additional step beyond the low-level
continuous observation already employed elsewhere in HRI.

5 Learner model
This section discusses the design and development of the learner model. The learner model will
contain the relevant details about the learner to allow the rest of the system to make decisions
that are personalised and adapted to that particular learner. The learner model will abstract
away from raw numbers and provide symbolic values to the rest of the system, giving a predefined discrete set of pedagogical and affective states. Where possible it will also provide
confidence values of the value stored in the learner model.

5.1 Contents
The contents of the learner model are still under development; the contents described below
have been arrived at based on a number of studies, primarily focussed around Scenario 1. The
studies have helped to focus the contents of the model so that we are able to record the
information that is required to make interventions in a way that a human teacher would. For
scenario 2 we are still developing the learner model to support the different learning
objectives.
5.1.1 Learner Details
The learner model contains details of the learner; this includes the learner’s name, age, and
sex. The learner model is also able to record questionnaire and test data from pre and posttests. This data can be processed and used in the next session that the user interacts with the
robot.
5.1.2 Learning progress and difficulty
The learning progress of the learner is based on indicators of learner’s skills, abilities and
difficulties measured through the learner’s actions on the learning platform. The task specific
skills are recorded as competencies. These are built up depending on the scenario. We will
record as much interaction with the activity as possible; this includes the use of tools, touches
on screen, the attempts to answer each question, the goals and progress through the activity.
This information feeds in to the competency values that relate to each task. We identify
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difficulties when the learner has a low competency score or is taking an action that is not
appropriate for the step in the activity.
5.1.2.1

Skill levels

The skill levels are built through constraint based modelling (CBM) (Desmarais 2013, Woolf 2008,
Woolf 2010). The learner model receives evidence about how a constraint has been met or
broken. This constraint is linked to a competency. The evidence of how the constraint is met or
broken then contributes to the calculation of the skill level. The more recent evidence is given a
higher weighting. The time taken to give an answer is also used to weight the evidence.
5.1.2.2

Strategy

The learner model will also contain some limited information about the strategy of the learner.
We envision being able to understand from gaze data and interaction with the learning activity
if the learner is responding to instruction and acting in a way that is appropriate for solving the
current problem. This will help us to identify ability and difficulties of the learner.
5.1.3 Scenario 1
For scenario 1 the competency values are constructed based on the constraints that are met or
broken in each attempt of providing an answer in the activity. The competencies measured are
direction reading, distance measuring, and map symbol knowledge. The strategies that we can
model are the appropriate use of each tool and information seeking used by the student.
5.1.4 Scenario 2
In scenario 2 the competency values will be based on how close the learner’s moves match
various possible strategies in the game, such as building a balanced city vs focusing on a specific
element such as the economy.
5.1.5 Personality types and motivation
We are exploring the possibility of adaptation due to a learner's personality type, motivation,
and their level of expressivity. Knowing how expressive a learner is could be important when
sensing affect and setting the expressivity of the robot. Personality type and motivation could
be important when updating competency values as it will allow us to understand why a user
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might be taking a particular action in the task with more accuracy. The learner model must be
able to store and provide a mechanism to update the details and estimates of the relevant
personality types. One simple example of this could simply be to record the expressiveness of
the learner and provide this information so that the expressiveness level of the robots actions is
at a similar level.
5.1.6 Affect related states
The learner model will record and make the affect related states from the previous chapter
available to the rest of the system.
5.1.7 Confidence
The learner model publishes the confidence level that it has in any particular value. This will
help the IM only use values with a high confidence value. Confidence levels of learning process
and difficulties increase when there is more evidence of a particular skill or strategy.
Confidence levels for affect perception are provided by the perception modules, these would
increase if the multiple sources of sensor data agree on a value.

5.2 Communication
The learner model is a thalamus module. It subscribes to events that other modules publish and
update aspects of the learner model.
The learner model publishes events when there is a significant event; for example the new
values in the learner model after the learner has made an attempt at answering a question, or
there is a significant change in an affect related value.
5.2.1 Timing of publishing
The primary event that causes the learner model to publish is after a learner provides an
answer in the activity. The learner model will also publish when it identifies that the learner is
experiencing difficulties due to a change in affect perception, inappropriate tool use or
strategy, and a period of time of inactivity.
5.2.2 Query of the learner model
The learner model also has an action that can be called to get the current values of the learner
model. There will be other actions that can be called to query the model in specific ways that
might be required by other modules in the system.
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5.2.3 Persistence
The learner model is recorded in a relational database. All historic values of the data sent in to
produce the learner model will be stored and this can be queried. All data is linked to a learner
id, activity id, and session id.

6 Conclusions and future work
The main objectives of Task 4.2 were to establish the foundations for the tutor’s perception of
the learner by identifying suitable behavioural and contextual indicators that provide
information on how the learner is feeling or progressing with the learning task. We continued
the evaluation of the WoZ study and proposed an initial set of behavioural and contextual
indicators for engagement and other affect-related dimensions. Additionally, data from the
WoZ study have been used to build foundations and a working prototype of the Automatic gaze
detection of the Perception module as well as the Learner model. However, additional data
from early secondary students are still required for the Automatic gaze detection and a study is
scheduled to run later this year. Further assessment of relevant indicators of affect dimensions
and engagement, development and evaluation of the engagement detector, the Perception
module and Learner model to be conducted in the third year of the project will be presented in
deliverable D4.3.
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8 Appendix I: Robot stand plans
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9 Appendix II: Table frame plans

Grant Agreement # 317923

EMOTE Month 24 Deliverable

31

Grant Agreement # 317923

EMOTE Month 24 Deliverable

32

Grant Agreement # 317923

EMOTE Month 24 Deliverable

33

Grant Agreement # 317923

EMOTE Month 24 Deliverable

34

Grant Agreement # 317923

EMOTE Month 24 Deliverable

35

