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Abstract. Domestic assistance for the elderly and impaired people is
one of the biggest upcoming challenges of our society. Consequently, inhome care through domestic service robots is identified as one of the
most important application area of robotics research. Assistive tasks may
range from visitor reception at the door to catering for owner’s small daily
necessities within a house. Since most of these tasks require the robot
to interact directly with humans, a predominant robot functionality is
to detect and track humans in real time: either the owner of the robot
or visitors at home or both. In this article we present a robust method
for such a functionality that combines depth-based segmentation and
visual detection. The robustness of our method lies in its capability to
not only identify partially occluded humans (e.g., with only torso visible)
but also to do so in varying lighting conditions. We thoroughly validate
our method through extensive experiments on real robot datasets and
comparisons with the ground truth. The datasets were collected on a
home-like environment set up within the context of RoboCup@Home
and RoCKIn@Home competitions.

1

Introduction

The demographics of human society is changing rapidly. World population is
living longer and, therefore, getting older. Diseases that were once incurable are
either mostly eradicated or their fatal effects significantly reduced. At the same
time, modern family structures and societal roles encourage nuclear/singular
families, eventually resulting in an increasing number of older people living alone.
All these aspects together entail an exponential increment in the number of people requiring regular and detailed domestic assistance. Consequently, domestic
service robotics has been recently identified as a potential solution to the societal
challenge of population aging.
Assistive tasks can vary widely, including domestic tasks, personal assistance
and health care. Since any domestic service robot is expected to perform most of

Fig. 1: RoCKIn@Home testbed at the Institute for Systems and Robotics (ISR), Lisbon. The colored
hat on the robot and the color coded jacket on the person are for obtaining ground truth poses of
the robot and the person, respectively.

these tasks, it requires a smart combination of carefully designed robotic functionalities. The functionalities include, among others, robot localization, mapping, object detection and tracking, mobile manipulation, decision making and so
forth. Among these, person detection and tracking is not only an indispensable
functionality to perform all human-robot interaction-related (HRI) tasks but
often also necessary for the success of other basic functionalities, e.g., humanaware safe navigation within a domestic environment. At the same time visitors
at home also need to be detected and tracked in order to perform adequate behavior given some specific situation (e.g., leading a nurse to the owner’s room,
a deliveryman to the kitchen and friends to the living space) and guarantee
personal security (e.g., reporting potential intrusions at home).
In this article we present a robust approach to the robotic functionality of
person detection and tracking. The novelty of our approach is twofold. Primarily,
we achieve a very high degree of detection success rate and tracking precision
through onboard sensors only. Real robot experiments and comparisons with the
ground truth support this. Secondly, our method is robust to partial occlusions
(e.g., if only the person’s torso is visible) as well as to varying lighting conditions. Moreover, due to its modular implementation on the Robot Operating
System (ROS) middleware, it was flexibly integrated with other functionalities,
e.g., localization, navigation, path planning, object manipulation and speechbased human-robot interaction to perform complete tasks. While in this article
we focus solely on the person detection and tracking functionality of our robot,
all functionalities run integrated when it performs the full task [2]. The experiments presented in this article were performed on real robot datasets, including
ground truth (GT) collected specifically for this purpose on a home-like environment setup (see Figure 1). We identify these datasets, which we make publicly
available, as an additional contribution of our work in this article.
The rest of the article is organized as follows. In Section 2 we situate our work
within the state-of-the-art, followed by the details of our approach in Section 3.
Experiments, results and discussions are provided in Section 4. We conclude with
a comment on ongoing and future work in Section 5.

2

Challenges and state of the art

Person detection and tracking (PDT) has been addressed in several different
ways in the literature. Some of the most popular approaches are based on static
sensors using either RFID tags [10], intelligent floors [19] or, quite frequently,
fixed-(multi)camera systems [6]. These methods provide very accurate and reliable person detection and tracking estimates. However, their major drawback
is that they require application-specific environmental adaptation, which is not
only quite expensive but also rigid. Other solutions have attempted to provide
affordable and flexible solutions, e.g. using wearable devices [11]. However, they
proved to be awkward and inefficient in various situations, e.g., when dealing
with visitors or dementia patients. Consequently, it is expected that the next
generation PDT functionality needs to be fully onboard the robots without any
sort of modifications to the environment or to the person’s attributes. At the
same time, PDT functionality should be modular enough to take advantage of
the networked sensors in the environment, if they are present.
Various approaches have been proposed to provide robots with PDT functionality. Initially, laser range finders were used due to their success in other
fields, e.g., robot localization. However, the applicability of these techniques,
mostly based on legs or torso detection, were quite limited, mainly due obstacles in domestic environments like furniture [14]. Similarly, human motion
characteristics-based methods were also considered for PDT. These required,
e.g, pyro-electric infrared (PIR) detectors and ultrasonic sensors [9] but their
downside was their poor accuracy.
Within the context of PDT, vision-based methods have emerged as the most
successful ones so far. Such methods include face detectors [14], body recognizers [7] and blob classifiers [20]. However, despite their successes in many laboratory environments, it has been shown that none of these techniques are actually
robust enough for uninterrupted use in real environments. For instance, face detectors work well only when faces/heads are fully visible with enough quality.
This is not usual in domestic environments where people are often moving and
turning. Likewise, visual body recognizers, most of them based on color, silhouette, luminance or pattern identification, work smoothly only under controlled
situations [16]. To cope with changes in the illumination, clothing or human postures, remains a difficult challenge. As it is made clear in further sections, our
integrated method for PDT systematically overcomes these limitations.
Among blob segmentation-based approaches, background subtraction methodologies provide good results only if using static cameras [8] but not with moving
robots consisting of onboard cameras. On the other hand, motion estimationbased techniques provide successful results when monitoring moving people [18]
but are useless when people are engaged in standing activities (i.e. conversations, talking on phone). To the rescue of both of the aforementioned extreme
situations, point-cloud and distance-based segmentation provide good results in
both static and dynamic situations [20]. However, their drawback lies in their
poor accuracy that does not guarantee robust detection.

Fig. 2: Person Detection and Tracking (PDT) pipeline.

Considering the limitations of all the methods described above, a potential solution lies in developing an integrated method that combines the strengths of several individual methods in a realistic manner. Consequently, very recent methods
result from the combination of vision and distance-based approaches [5]. Moreover, since the availability of low-cost RGB-D sensors (e.g., Microsoft Kinect or
Asus Xtions), many authors have integrated contour recognition methodologies
(specially based on head templates) with the traditional visual approaches [4].
Although this integration has provided good results, contour-based approaches
have not been effective when taking into account partial occlusions. As it is
demonstrated in the further sections, our method overcomes this issue. In summary, as most promising state-of-the-art approaches for PDT rely on the integration of complementary information, such as semantic context [6] or behavioral
tracking data [13], in this article we present a robust PDT approach that stitches
depth-based blob segmentation and human statistical feature-based blob analysis with traditional visual inspection techniques. Furthermore, using measurements from our integrated detector coupled with the robot’s odometry-based
ego-motion compensation we construct a robust and reliable person tracker.

3

Integrated approach to Person Detection and Tracking

In this section we present our integrated approach to PDT. The overall pipeline
of our proposed method can be visualized in Figure 2. The core novelty lies in
– a depth-based segmentation approach that is robust to lighting and color
changes,
– integrating segmentation, statistical 3D blob filtering, histogram of oriented
gradients (HOG) and Haar detection methods in a way such that the the
benefits of each individual method is secured without significantly increasing
the overall computational load.
Measurements from this integrated detector updates a multi-track Kalman-filter
that uses robot odometry to perform ego-motion compensation. We further describe the most significant blocks of our PDT pipeline.

3.1

Robust depth-based segmentation

The first step of our detection method comprises of a depth-based segmentation
scheme to identify the presence of potential persons in the scene.
Regular thresholding-based depth segmentation4 usually provides poor results because it is highly dependent on a heuristic: the threshold value. The
left-most images in Fig. 3 neatly illustrate this. The person in the images is standing close to a wall behind, causing him to be clustered almost with the walls.
On the other hand, adaptive depth-thresholding methods based on, e.g., Otsu’s
method [12], are capable of only distinguishing borders of similar-depth regions
but not the regions themselves (see second column of Fig. 3). Our approach
combines these two methods to achieve the best of both. We use Otsu’s methodbased multi-level adaptive depth thresholding that employs entropy search and
results in extracting the borders of different depth regions in an image. On this
we apply regular thresholding that eventually provides significant, distinguishable and meaningful regions (see third column of Fig. 3). As this method is only
depth-based, the color of person’s clothing or changes in the ambient light do not
have any effect on the segmentation. Our 3D depth-segmentation is expressed
as follows. Let dx,y denote the depth of a pixel at the image coordinate (x, y).
We compute
sx,y = ts (dx,y )(1 − to (dx,y )),

(1)

where sx,y is the resulting binary value of the image pixel at (x, y) in our 3D
depth-based segmentation. ts (.) and to (.) are the static and Otsu-based method’s
binary results, respectively. These are computed as follows.
(
1
if dx,y < Tstatic
ts (dx,y ) =
(2)
0
otherwise
(
1
to (dx,y ) =
0

2
2
t [min(σwd
)]+ts [max(σbd
)]
2

if dx,y < s
otherwise

(3)

2
where Tstatic is the static threshold. ts [min(σwd
)] is the value that minimizes the
2
2
within-class distance variance, σwd ; and ts [max(σbd
)] is the value that maximizes
2
the between-class distance variance, σbd , in the Otsu-based thresholding process
[15].

3.2

3D blob filter and combined detection

Depth-based segmentation produces a number of 3D blobs that are either potential candidates for being detected as a person or spurious. To this end, we
apply a human statistical characteristics-based filter that eliminates blobs not
4

Note that the depth-segmentation is performed on a gray-scale image where the gray
levels denote the depth value of each pixel, not the color.

Fig. 3: Comparison of depth-based segmentation methods. First column: regular thresholding. Second
column: Otsu’s method. Third column: combination of Otsu’s method-based multi-level adaptive
depth thresholding and regular thresholding. Fourth column: final detection result overlaid on the
grayscale image. Note that the final detection is the result of the full integrated detector (combining
3D blob filtering, HOG and HAAR) as depicted in Figure 2.

adhering to the standard [1] human size features, e.g., human-body aspect ratio and typical person width. Figure 4 illustrates this filtering. Image regions
corresponding to 3D blobs not adhering to these statistical characteristics (e.g.,
the 3D blobs corresponding to the couch and wall on the left side of the person
as shown in Fig. 4) are discarded. This allows us to drastically reduce the image space on which the rest of our integrated detector’s processing takes place,
thereby significantly increasing the computational speed.
The next step in our PDT pipeline is to classify a filtered 3D blob as either a
person or not. Here we apply the histogram of oriented gradients (HOG) because
of its very high accuracy. Although it has a high computational cost [7] in general,
the significantly reduced image space allows HOG to function in real-time.
The 3D depth-based segmentation might still result in a few false negatives,
e.g., when a person stands touching a large obstacle (wall/furniture) such that
the distance between the person and the obstacle becomes negligible. In such
situations the 3D blobs will be discarded by the human statistical characteristicsbased filter and there might be no candidate blobs at all to apply the HOG
detection. To overcome this issue and to make the overall detection even more
reliable, we stitch another layer of detection based on Haar cascades [17]. It
rapidly performs a multi-scale search based on an upper body training set. In
itself, Haar cascades are quite model dependent and perform poorly in changing
environments. Therefore, in our detection scheme, we invoke it only in case of

Fig. 4: (Left) Illustration of the result of human statistical characteristics-based filter on the 3D
depth-segmented image. (Right) Final detection result overlaid on top of the grayscale image

failure of the HOG-based detection layer. As it will be evident with experimental
results in the next section, it indeed provides an additional boost to the overall
detection capability of our system.
Finally, few false positives might originate from uncontrollable factors, such
as, human shape-like elements (e.g., wardrobes and decorative plants) as well
as there exists considerable positional uncertainty in each positive detection
measurement. Therefore, we construct a Kalman filter-based (KF) multi-track
estimator that uses our integrated detector’s measurements to update the tracks
and odometry measurements to compensate for the robot’s ego motion.
3.3

Person tracking

The state components of our KF-based estimator are the 2D position (assuming
that the person is always on the same ground plane as the robot) and velocity of the person in the robot’s reference frame. For the prediction step of the
KF, we first compensate for the ego-motion of the robot using the odometry
measurements and then apply a constant velocity motion model with zero mean
Gaussian acceleration noise to the person’s position. The update step then uses
our integrated detector’s measurements. However, before the update, we perform
a blob matching step to determine whether a detected 3D blob actually belongs
to an existing estimator track. This is done by comparing the blobs’ distance
(from the robot) and size w.r.t. to each track’s last known state under the assumption that a moving person does not displace beyond a certain threshold
within 2 successive frames. Note that since our detections are in 3D, moving
persons that might overlap (cross each other while moving) in a 2D image for
a certain time-window would still be distinguishable as their corresponding 3D
blobs would not overlap in at least one dimension. On positive blob matching,
the KF track is updated based on the measurements of the corresponding 3D
blob. If the blob matching steps results negatively, we assume a new person has
been detected and a separate new estimator track is initiated.

4
4.1

Experiments and Results
Testbed and Dataset

A vital aspect of our work in this article concerns experiments not only with real
robots but also in fully real-world setting. In order to do so, we performed all the
experiments in a home-like environment (Figure 1), set up within the context of
RoCKIn@Home competitions. The set up consists of a living room, kitchen with
dining space, a bedroom, two hallways and various furniture [2]. Furthermore, the
test bed also consists of stereo vision-based ground truth acquisition system [3]
that uses colored markers on the robot and the person to obtain their GT poses
during the time intervals in which they are within the field of view of the stereo
cameras. We use these GT poses to compute our estimation errors.
The robot used in our work is a fully custom made 4-wheeled omni-directional
platform. In addition to the other sensors and actuators, it is equipped with two

Fig. 5: Example images from the training set

laser range finders which were used for mapping, navigation, and obstacle avoidance. For PDT we used the onboard Kinect RGBD sensor and the platform’s
odometer.
In order to perform rigorous experiments that are not only repeatable but
also allow us to have the exact same experimental situation to compare various
different approaches, we made 2 datasets. As we used the ROS middleware, the
datasets were stored in the rosbag format. They consist of timestamped data that
includes the robot’s localization poses (running augmented-MCL), laser scans,
odometry, RGB, gray-scale and depth images (all at 640×480 pixel resolutions)
from the Kinect, as well as images from both the cameras of the GT system.
The video attached with this article (http://youtu.be/7-WONyiszj4) uses the
images from one of the GT cameras. During the data collection we remotely
moved the robot in the environment. Simultaneously, a person, whom the robot
is expected to detect and track in our experiments, arbitrarily moved near the
robot. It must be noted that the ambient light in the environment was not
uniform over the whole space (visible in the video as well as in Figure 6 (right)
where the left part is well lighted compared to the right) and the colored jacket
worn by the person was only for the GT acquisition. The dataset is versatile not
only because it consists of real world setting and non-uniform ambient light but
because it can also be used for testing other robot functionalities than PDT,
e.g., localization, mapping and object tracking. The dataset is available online5 .
4.2

Implementation

The HOG descriptor that we used was trained using a support vector machine
(SVM) and a set of 350 samples (positives and negatives) corresponding to different persons in the testbed. Figure 5 illustrates that different poses, clothing
and distances to the camera were considered. Furthermore, special attention
was paid to occlusions, including multitude of samples where some parts of the
person were missed (e.g., head, arms, legs or portions of the torso). For Haar
detection, the upper body training set was used.
Implementation of the integrated-detector and Kalman filter-based tracker
modules (as shown in the PDT pipeline in Fig. 2), were done on the ROS platform, in C++, on a system with the following configuration: Intel(R) Pentium(R)
Dual CPU T3400 @ 2.16GHz and 3GB of RAM (without GPU support).
5

http://datasets.isr.ist.utl.pt/lrmdataset/PersonTrackingDataset/ROSbags/
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Fig. 6: (Left)Detection method comparison. (Right) Tracking results overlaid on a GT image. Blue
cylinder centered at robot GT position and red line on top denotes GT orientation. Red cylinder
centered at the person’s GT position while green centered at the tracked person position estimate.

4.3

Experimental Results

Integrated Detector’s Precision and Recall In Figure 6 (left) we present
a precision and recall comparison of the individual detection methods and our
integrated detector. Both datasets used in the experiments together consist of
∼ 12000 depth images and the same number of corresponding rgb images from
the Kinect sensor. To calculate the precision/recall of the detection methods we
followed the following procedure. We picked a sequence of 5161 RGB images
from the Kinect (from our real robot dataset described earlier in this section)
and overlaid on each of those images, the results of i) HAAR-only detection; and
ii) 3D segmentation, blob-filtering and HOG detection. We then manually (by
visual inspection) counted the relevant images (those in which the person was
actually present), true positives (if a method correctly detected a person) and
false positives (if a method incorrectly detected a person). In a total of 4496
relevant images (RI), HAAR-only method resulted in 1533 true positives (TP)
and 85 false positives (FP). 3D segmentation, blob-filtering and HOG detection
together resulted in 2639 TPs and 520 FPs. The integrated detector (combination
of all individual detection methods as described previously and depicted in the
PDT pipeline in Fig. 2) resulted in 3459 TPs and only 32 FPs. From Fig. 6 (left),
it can be seen6 that not only the combination of our novel 3D segmentation, blobfiltering and HOG detection substantially outperforms the HAAR-only method
but through our integrated detector we are also able to achieve a near-perfect
precision (∼ 99%) and a high degree of recall (∼ 77%). It must be noted that
we considered an RGB image from the Kinect as RI even if a small fraction of
the person’s body was visible.
Computation time comparison On an average, Haar detection method took
∼ 170 milliseconds (ms) to perform detection on one image. On the other hand
the combination of depth-based segmentation, 3D blob filter and HOG detection
took only ∼ 59ms. However, since each detection method runs asynchronously,
the combined detection took an average time of only ∼ 120ms on one image.
6

TP
We used the standard definitions of precision ( TP+FP
) and recall ( TP
).
RI

This is because the combined detector waits for the Haar detection’s thread
only if the rest (depth-based segmentation, 3D blob filter and HOG) of the combined detector’s thread results in no detection. Given that our system had quite
low computational capacity compared to most contemporary standard configurations, an average detection achievement of ∼ 8.3 frames per second should be
considered high.
Tracking accuracy and precision In the video accompanying this article we
present the results of our KF-based tracker by re-projecting and overlaying the
filter estimates over a concatenation of the image stream from one of the GT
cameras. The tracker uses the combined detector, as described previously, to
update the filter. Parts of the video footage where the GT poses of the robot
or the person is not available (corresponding to ∼ 30% of the datasets), due to
their occlusions from the GT cameras or other factors, have been removed from
the footage as well as from the error estimation w.r.t. the GT.
Figure 6 (right) is one of the images from the video footage that illustrates the
overlaid attributes. These attributes are defined as follows. Let the GT pose of
G G G
the robot at time instant t be denoted by xG
t = {xt , yt , θt } in a world reference
frame G, that we can simply assume, without loss of generality, coincides with
the reference frame of our fixed GT system. A blue cylinder is overlaid centered
G
at {xG
t , yt } and a dark-red line on top of the cylinder denotes the robot’s GT
orientation θtG . Let the 2D GT position of the person be denoted by pG
t =
G
G
G
{px G
t , py t }. A red cylinder is overlaid centered at {px t , py t }. Recall that the
detection and tracking is performed in the robot’s reference frame. Therefore,
we use the robot’s GT pose to transform the tracked local position of the person
from the robot frame to the world frame in order to evaluate the error in the
tracked position with respect to its GT value. Using the robot’s self-localization
to do this transformation would incorporate error that is not due to the PDT
functionality but because of the self-localization itself. Hence, using the robot’s
GT pose isolates that source of error. Let the 2D tracked position of the person
R
R
be denoted by qR
t = {qx t , qy t } in the robot reference frame R. The 2D tracked
G
G
position of the person qt = {qx G
t , qy t } in the world frame is then given as


cos θtG − sin θtG R  G G >
G
.
(4)
qt =
q t + xt yt
sin θtG cos θtG
G
A green cylinder is overlaid centered at {qx G
t , qy t }. At every time step t if the
G
GT is present we calculate the tracking error as ||qG
t − pt || where ||.|| denotes
the 2D Euclidean norm. Table 1 presents the statistics of this tracking error. It
can be observed that our tracker performed consistently similar over both the
datasets and achieved a root mean square error (RMSE) of ∼ 20cm. A person
cannot be considered as a rigid body and is constantly turning and changing
postures w.r.t. the robot during the experiment. The width of a bounding box
around the person (from the onboard RGBD camera) will, therefore, vary with
the person’s posture. Since the position estimate qG
t of the tracker refers to the
center of the bounding box of the person’s body in any posture, it is obvious

Mean error (m) RMSE (m) MSE (m2 )
Dataset 1
0.34
0.20
0.04
Dataset 2
0.37
0.21
0.05
Table 1: Error statistics of the person’s tracked position

that even in the ideal case (most accurate detection) qG
t will not match (or be
at a constant shift) with the center of the person’s color-coded jacket pG
t which
we consider to be the GT of the person’s pose. Thus, the RMSE of our tracker
can be considered as significantly small.

5

Conclusions and Future Work

In this article we presented a new integrated method for onboard person detection and tracking functionality in domestic service robots. We showed how using
a novel depth-based segmentation method and 3D blob filter combined with
HOG and Haar detectors, we were able to achieve a robust person detector that
overcame occlusions and non-uniform ambient lighting issues. Using this detector we constructed a Kalman-filter based tracker. Real robot experiments not
only validate our proposed method but comparisons with the ground truth also
show the success and precision of our person detector and tracker functionality.
Furthermore, as the experiments were done in a real home-like environment in
the context of RoCKIn@Home, it is important to note that the validation of
our onboard PDT functionality goes beyond typical laboratory settings where
most state-of-the-art methods are usually implemented and tested. Finally, we
also make the experimental datasets of the real environment and robots publicly
available.
In our approach the tracker loses the estimates once the person is out of the
field of view of the RGB-D sensor for a certain chunk of time, although a new
tracker is initialized the moment the person reappears. The immediate next step
in our work is to integrate the laser scans (also available in the datasets) from
the front and rear laser range finders in PDT to facilitate tracking even when
the robot is not facing the person. Furthermore, some of our ongoing work is to
integrate the information from the available network sensors with onboard PDT
in order for the robot to have uninterrupted position estimates of all the people
within a home-like environment.
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